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ILSNCC: A PROSPECTOR-Like Uncertain Reasoning 
Model* 

Xudong Luo and Chengqi Zhang 

Department of Mathematics, Statistics and Computing Science 
The University of New England, Armidale, NSW 2351, Australia 

{ xluo,chengqi }@neumann. une.edu.au 

Abstract: 

The "take-them-in-or-leave-them-out" of prior probabilities is a key problem in uncertain reasoning. The EMYCIN 
uncertain reasoning model is inconsistent with probability theory, due to 'leaving them out', whereas the PROSPEC
TOR uncertain reasoning model is substantially consistent with probability theory, due to 'taking them in'. However, 
in the PROSPECTOR model, there are the following problems: 1} prior probabilities need to be supplied with values 
by human experts, which is a very arduous task; 2} to overcome the problem of the inconsistency among the values of 
prior probabilities, the formula for sequential propagation used in this model is a pseudo-probability formula, which 
weakens the theq~etical basis of the model; and 9) the semantics of rule strength is difficult to understand. This 
paper presents a PROSPECTOR-like uncertain reasoning model for solving the above three problems. Moreover, 
we illustrate our discussion with an example. 

1 Introd uctlon 

In the real world, human reasoning is normally based 
on uncertain information, and on rules which are not 
well-defined in a logical sense. If an expert system is 
to help with such uncertain reasoning, modeling uncer
tainty is required. Some alternative approaches have 
already been proposed for reasoning under uncertainty 
in rule-based expert systems. Two of the most well
known models of uncertain reasoning in rule-based ex
pert systems are those employed in the EMYCIN sys
tem [19, 17] and in the PROSPECTOR system (8). One 
of the important issues associated with these models is 
whether the prior probabilities of the nodes in an in
ference network need to be supplied with values. If so, 
this is a very arduous task for human experts, because 
the prior probabilities are rarely available, and are dif
ficult to obtain. In the EMYCIN model, there is no 
such need, so the model is widely applied in expert sys
tems. On the contrary, the PROSPECTOR subjective 
Bayesian model, because of such a need, is applied in 
very few expert systems. 

However, researchers such as Heckerman [10) and 
Buxton [2], have noted that the EMYCIN model has 
suffered from an inconsistency with probability the
ory. Though the PROSPECTOR model is substantially 
consistent with probability theory, prior probabilities 
need to be supplied with values by human experts. Nat
urally, people try to obtain a solution in which no prior 
probability need not be supplied with a value, and the 
model is also consistent with probability theory. 

*This research is supported by the large grant from the Aus
tralian Research Council (A49530850). 
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Buxton failed to find a solution to this problem. 
Heckerman promises to provide a solution by way of 
modifying the definition of the EMYCIN certainty fac
tor; however, Dubois and Prade [6) have said that Heck
erman's method dispels the advantage of the EMYCIN 
certainty factor, i.e. the advantage that the certainty 
factor can distinguish belief from doubt in an assess
ment. For this reason, another solution to this problem 
is worth considering. 

The primary objective of this paper is to present a 
competitive solution to this problem. First, by the anal
ysis of the issue of the semantics of the measures for 
rule-uncertainty in the PROSPECTOR model, we in
troduce two new measures for rule-uncertainty. Then 
the work of supplying values for prior probabilities of 
the conclusions of rules is converted into giving some 
instances of uncertain reasonings following these rules. 
Prior probabilities are very difficult to obtain, and to 
estimate, but it is very easy for human experts to give 
one instance of uncertain reasoning when giving a rule. 

Notice that, with the phrase "Prior probabilities are 
very difficult to obtain and to estimate", we never dis
miss decades of research on eliciting prior probabilities. 
Indeed, there are plenty of methods for obtaining prior 
probabilities. However, the methods require a great 
deal of time and money, especially when a large knowl
edge base is involved. This may make the builders of 
expert systems very uncomfortable. Instead, since hu
man experts have experience of application of uncer
tain rules, it should be much easier for them to give in
stances of uncertain reasonings. Incidentally, some re
searcher [5] thinks providing prior probabilities for root 
nodes is also a major difficulty in constructing Bayesian 
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networks [18, 3], which are currently very popular in 
many practical domains. 

In the PROSPECTOR model, supplying a subjective 
value for prior probability of the conclusion of every rule 
leads to an additional problem. That is, an inconsis
tency among values of prior probabilities may occur. To 
be consistent, this model uses a pseudo-probability for
mula for sequential propagation, which actually weak
ens the theoretical basis of the model. This problem is 
also solved in our approach. 

This paper is organized as follows. In Section 2 we 
introduce two new measures for rule-uncertainty, and, 
in addition, give some theorems by which the values of 
prior probabilities of both premise and conclusion of a 
rule can be found from the value of its rule-strength 
and- one instance of uncertain reasoning following this 
rule. Moreover, in this section we outline a way to 
avoid inconsistency among the values of prior probabil
ities. Section 3 discusses how to find the prior probabil
ity of the node corresponding to a Boolean expression. 
Section 4 discusses the propagation formulae for prob
abilities. This is necessary because the assessments for 
uncertainties, of both evidence and rules, can be trans
formed into the values of the corresponding probabili
ties. Section 5 gives an example to illustrate the power 
of our methodology. Finally, a summary of the paper 
is provided in Section 6. 

2 Rule Strength and Prior Prob
ability 

Here we suggest two new measures for rule-uncertainty, 
and further discuss a way to find the values of prior 
probabilities of the premise and conclusion of a rule, 
from the value of rule strength and one instance of un
certain reasoning following this rule. Supplying values 
directly for prior probabilities is a very arduous task for 
human experts. But clearly, it is much easier for human 
experts to give one instance of uncertain reasoning at 
the same time as giving a rule. 

2.1 Measure for Uncertainties 

In the PROSPECTOR model, the uncertainty of a rule 
E -t H is measured by the sufficiency measure LS and 
the necessity measure LN. LS measures the degree to 
which E supports or denies H, and LN measures the 
degree to which -.E supports or denies it. LS and LN 
are defined as 

LS = P(EIH) 
P(EI-.H) 

LN = P(-.EIH) 
P(-.EI-.H) 

where P denotes probability. (Note that, in this paper, 
P always denotes probability.) 

In the real world, people often use the comparison of 
P(BIA) and P(BI-.A) to express the degree to which an 
evidence A is a possible cause of hypothesis B. Accord
ingly, what LS measures is the degree to which H is a 
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possible cause of E; what LN measures is the degree 
to which H is a possible cause of -.E. Unfortunately, 
the meaning of the uncertain causal relation E -t H 
is that E is a possible cause of H. So, LS and LN 
fail to capture the idea of the rule, and therefore they 
are likely to provide the inadequate measures for uncer
tainties of the rule. To solve the problem, we suggest 
two new measures for uncertainties of the rule E -+ H 
as follows: 

Definition 1 The favoring-cause measure and the 
against-cause measure of a rule E -+ H, denoted by 
I LS and I LN respectively, are given by 

ILS = P(HIE) 
P(HI-.E) 

ILN = P(-.HIE) 
P(-.HI-.E) 

(1) 

(2) 

I LS is the ratio of the probability of hypothesis H, 
given the evidence E, to the probability of hypothesis 
H, given evidence -.E. For example, ILS = 5 means 
that the probability of H given E is five times greater 
than the probability of H given -.E. Clearly, I LS > 1 
implies P(HIE) > P(HI-.E), and so this means that 
E is a possible cause of H. In this case, the greater 
the value of I LS, the greater the possibility that E 
is a cause of H. Instead, ILS < 1 implies P(HIE) < 
P(HI•E), and so this means that •E is a possible cause 
of H. In this case, the smaller the value of I LS, the 
greater the possibility that •E is a cause of H. I LS = 1 
implies P(HIE) = P(HI-.E), and so this means that 
E is independent of H. 

As for I LN, the semantics is similar. I LN is the 
ratio of the probability of hypothesis -.H, given the 
evidence E, to the probability of hypothesis -.H, given 
evidence •E. For example, ILN = 5 means that the 
probability of •H given E is five times greater than the 
probability of •H given -.E. Clearly, ILN > 1 implies 
P(•ifiE) > P(-.HI-.E), and so this means that E is 
a possible cause of -.H. In this case, the greater the 
value of I LN, the greater the possibility that E is a 
cause of -.H. Instead, ILN < 1 implies P(-.HIE) < 
P(-.HI-.E), and so this means that -.E is a possible 
cause of -.H. In this case, the smaller the value of 
I LN, the greater the possibility that -.E is a cause of 
-.H. ILN = 1 implies P(-.HIE) = P(-.HI-.E), and so 
this means that E is independent of -.H. 

As a consequence, from the viewpoint of whether E 
(or -.E) is a possible cause of H (or -.H), I LS and I LN 
provide natural measures for uncertainties of E -+ H. 

Theorem 1 

P(HIE) = I LS(1 - I LN) (3) 
ILS- ILN 

P(HI-.E) = 1- ILN (4) 
ILS- ILN 

Proof. Noting that P(-.HIE) = 1 - P(HIE) and 
P(-.HI-.E) = 1- P(HI-.E), we can easily derive (3) 
and (4) from (1) and (2). D 

Autumn 1997 



By the above theorem, the values of P(HIE) and 
P(Hl-.E) can be found from ILS and ILN, respec
tively. 

The following theorem gives the constraints underly
ing the mathematical properties of I LS and I LN, by 
which a human expert must abide on supplying values 
for them. 

Theorem 2 

1. ILS > 1 ~ ILN < 1 

2. I LS < 1 <=> I LN > 1 

3. ILS = 1 ~ ILN = 1 

Proof. We only check item 1, and the others can be 
checked in the same way. 

ILS > 1 

~ P(HIE) > P(Hl-.E) 

~ 1- P(HIE) < l- P(Hl-.E) 
~ P(-.HIE) < P(-.Hj-.E) 

<=> ILN < 1 

0 

The following lemma is the total probability formula. 
By displaying the formula as a lemma, we can present 
the description in a sound and clear mathematical form. 

Lemma 1 

P(H) = P(HIE)P(E) + P(Hl-.E)P(-.E) (5) 

From the proof of Theorem 2, we know 

ILS = 1 ~ P(HIE) ; P(Hl-.E) 

then by Lemma 1, we have 

ILS = l <=> P(H) =P(HIE) 

This means H is independent of E. In other words, 
when ILS = 1, the rule E--+ H is actually not valid. 
Therefore, we need not consider such rules. 

For uncertainty of evidence, we use the measure in 
the PROSPECTOR model as follows: 

Definition 2 The certainty measure of a proposition 
A under an observationS, denoted by C(A, S), is given 
by 

{ 

5 X P(AIS)-P(A) 
P(-.A) 

C(A,S) = 0 

5 X P(AIStP(A) 
p A) 

if P(A) < P(AIS) 
if P(A) = P(AIS) 
if P(A) > P(AIS) 

Thus, we have 

Theorem 3 

P(AIS) = 
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C(A,St(-.A) + P(A) 

if 0 :5 C(A, S) :5 5 
(C(A ,S)+5)P(A) 

5 

if 0 > C(A,S) ~ -5 

(6) 

(7) 

3 

By the above theorem, for a piece of evidence E, if 
the value of P(E) is known, the value of C(E, S) can 
be transformed into the value of P(EIS) . 

Therefore, if the values of uncertain measures of both 
evidence and rules can be transformed into the values 
of the corresponding probabilities, for the propagations 
of uncertainties of evidence and rules in reasoning, it is 
enough for us to considered the corresponding proba
bility propagation formulae . This will be discussed in 
Section 4. 

2.2 Basic Theorems 

In the PROSPECTOR model, a human expert needs 
to supply the values for prior probabilities of nodes in 
an inference network. This is very difficult. For the 
rule E --+ H, we now give some theorems by which the 
values of both P(E) and P(H) can be derived, from 
the value of (I LS, I LN) and one instance of uncertain 
reasoning to illustrate the use of this rule. The problem 
of supplying values for P(E) and P(H) is converted 
into the problem of giving one instance of the uncertain 
reasoning following the rule E --+ H. Clearly, the latter 
is much easier and more intuitive than the former. 

One instance of uncertain reasoning to illustrate 
the use of the rule E -t H, denoted by a pair 
(C(E, S), C(H, S)), is as follows: if the value of the 
uncertainty measure of E is C(E, S), then by the rule 
E -t H it is concluded that the value of the uncertainty 
measure of His C(H, S). 

Lemma 2 

ILN -1 
P(H)= ILN-ILS(ILSxP(E)+P(-.E)) (8) 

Proof. From formulae (3), (4) and (5) , we can easily 
derive formula (8). 0 

Duda et al. [8] showed 

Lemma 3 If H and S are conditionally independent 
given E and -.E, that is, 

P(HIE AS) = P(HIE) (9) 
P(Hl-.E AS) = P(Hl-.E) (10) 

then 

P(HIS) = P(HIE)P(EIS) + P(Hj-.E)(l- P(EIS)) 
(11) 

By Theorems 1 and 3, and Lemmas 2 and 3, we easily 
prove the following theorems. Note that for the sake of 
convenience in these theorems, we put 

ILS(l- ILN) 
u = ILS- ILN (12) 

u 
V= ILS (13) 

Theorem 4 IfC(E,S) > 0 and C(H,S) > 0, then 

P(E) = C(E, S)(u- v)- C(H, S)(1- v) (14) 
(u- v)(C(E, S)- C(H, S)) 

P(H) = u x C(E, S) - C(H, S) (1S) 
C(E, S) - C(H, S) 
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Theorem 5 IfC(E,S) < 0 and C(H,S) > 0, then 

C(H, S)(v- 1) 
P(E) = (C(E, S) + C(H, S))(v- u) 

P(H) = C(H, S) +V X C(E, S) 
C(E, S) + C(H, S) 

(16) 

(17) 

Theorem 6 If C(E, S) > 0 and C(H, S) < 0, then 

P(E) = (u- v)C(E, S) - v x C(H, S) (1B) 
(C(E, S) + C(H, S))(u- v) 

u X C(E,S) 
P(H) = C(E, S) + C(H, S) (19) 

Theorem 7 If C(E, S) < 0 and C(H, S) < 0, then 

V X C(H,S) 
P(E) = (C(E, S) - C(H, S))(u- v) (20) 

V X C(E,S) 
P(H) = C(E, S)- C(H, S) (21 ) 

For the rule E ~ H, by Theorems 4-7, P(H) and 
P(E) can be found from its strength (ILS, ILN) and 
an instance (C(E, S), C(H, S)). Namely, these theo
rems convert the problem of supplying values for prior 
probabilities into the problem of giving one instance of 
uncertain reasoning. Clearly, the latter is much easier 
and more intuitive than the former. On the contrary, 
in the PROSPECTOR model a domain expert is en
gaged in the very arduous task of supplying a value for 
the prior probability of the conclusion of each rule in a 
knowledge base. 

In the following theorem, we give the constraints 
among rule strength (I LS, I LN) and a reasoning in
stance (C(E, S), C(H, S)). On supplying this instance, 
a domain expert must follow these constraints. 

Theorem 8 

1. If ILS > 1, then 

C(H, S) > 0 <=> C(E, S) > 0 

C(H, S) < 0 <=> C(E, S) < 0 

2. If ILS < 1, then 

C(H, S) > 0 <=> C(E, S) < 0 

C(H, S) < 0 <=> C(E, S) > 0 

9. IF ILS # 1, then 

C(H, S) = 0 <=> C(E, S) = 0 

Proof. Firstly, we prove Item 1, and Item 2 can be 
proved in the same way. 

1) By Definitions 1 and 2, we have 

ILS > 1 <=> P(HIE) > P(HI·E) 
C(H,S) > 0 <=> P(HIS) > P(H) 

C(H,S) < 0 <=> P(HIS) < P(H) 

C(E,S) > 0 <=> P(EIS) > P(E) 

C(E,S) < 0 <=> P(EIS) < P(E) 
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2) By Lemmas 1 and 3, we easily derive 

P(H)-P(HIS) = (P(HIE)-P(HI•E))(P(E)-P(EIS)) 

From 1) and 2), we know that Item 1 holds. 
Secondly, we prove Item 3. By Definition 2, we have 

C(E, S) = 0 <=> P(EIS) = P(E) 
C(H, S) = 0 <=> P(HIS) = P(H) 

And from 2), when P(HIE) # P(HI•E), that is, 
ILS # 1, we have 

P(HIS) = P(H) <=> P(EIS) = P(E) 

So, Item 3 holds. 0 

Items 1 and 2 in this theorem state that, when I LS > 
1, it is impossible that one of C(H, S) and C(E, S) is 
greater than 0, and the other one is less than 0; when 
ILS < 1, it is impossible that C(H, S) and C(E, S) are 
both great or both less than 0. And again considering 
Theorem 2, we can know the entire constraints among 
ILS, ILN, C(E,S) and C(H,S). 

Item 3 of this theorem states that when I LS # 
1, namely the rule E ~ H is valid, the instance 
(C(E, S), C(H, S)) = (0, 0) cannot provide any infor
mation useful for finding the values of P(E) and P(H). 

2.3 Consistency and Selection 

Definition 3 The strength of a rule E -+ H, denoted 
by RS(H,E), that is given by 

RS(H, E)= ILS or RS(H, E)= ILN 

is said to be a unary strength. 

Definition 4 The strength of a rule E -+ H, denoted 
by RS(H, E), that is given by 

RS(H, E)= (ILS, ILN) 

is said to be a binary strength. 

Definition 5 The strength of a rule E-+ H, denoted 
by RS(H, E), that is given by 

RS(H,E) = (ILS,ILN, (C(E,S),C(H,S))) 

is said to be a ternary strength. 

In the PROSPECTOR model, in order to transform 
the value of the strength, of each rule in a knowledge 
base, into the values of the corresponding probabilities, 
a human expert must supply a value for the prior prob
ability of the conclusion of each rule. The rule strength 
also needs to be supplied with a value. This may lead 
to an inconsistency among these values. For example, 
for two rules E-+ H 1 and H 1 -+ H2, let P(Hl) = 0.4, 
P(H2 ) = 0.3 and RS(H, E) = (LS, LN) = (100, 0.3). 
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Then by the following formulas given in the PROSPEC
TOR model: 

LS x P(H) 
P(HIE) = (LS- 1)P(H) + 1 

LN X P(H) 
P(HI-,E) = (LN- 1)P(H) + 1 

we have P(H2lHt) = 0.98 and P(H2l...,Hl) = 0.11, but 
the values of P(H2), P(Ht), P(H2lH1) and P(H2l-.Ht) 
do not satisfy the total probability formula (see Lemma 
1), that is, an inconsistency occurs. We define such an 
inconsistency as: 

Definition 6 For a rule E-t H, if the values of P(E), 
P(H), P(HIE) cmd P(Hl-,E) do not satisfy the total 
probability formula {5 }, it is said that a p-inconsistency 
occurs. 

Clearly, to avoid the p-inconsistency requires the con
sideration of the relationships among rules in a knowl
edge base. 

Lemma 4 

ILS x P(H) 
P(HIE) = (ILS- 1)P(E) + 1 (22) 

P(Hl...,B) = (ILN- 1)P(E) + P(H) (23) 
(ILN- 1)P(E) + 1 

Proof. From (1) and (5), we can get (22). From (2) 
and (5), we can get (23). 0 

Theorem 9 For a rule E -t H, if its strength is a 
unary one, and the values of both P(H) and P(E) are 
available, then no p-inconsistency occurs. 

Proof. It is an immediate consequence of Lemmas 1 
and 4. 0 

Lemma 5 

P(E) = (ILN- ILS)P(H)- ILN + 1 (24) 
(ILN -1)(ILS -1) 

Proof. It is an immediate consequence of Lemma 2. 0 

Theorem 10 For a rule E -t H, if its strength is a 
binary one, and the value of either P(H) or P(E) is 
available, then no p-inconsistency occurs. 

Proof. It is an immediate consequence of Theorem 1, 
Lemmas 1, 2 and 5. 0 

Theorem 11 For a rule E -t H, if its strength is a 
ternary one, and the values of both P(H) and P(E) are 
not available, then no p-incorisistency occurs. 

Proof. It is an immediate consequence of Theorems 1, 
4-7, and Lemma 1. 0 

Following the above theorems, we can easily select 
an appropriate form for the strength of each rule in a 
knowledge base, so that no p-inconsistency occurs. 

Example: Let us examine a knowledge base which 
consists of the rules Eo -t Et, Et -t E2 and E2 -t H . 
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1) If the rule Eo -t Et possesses a ternary strength, 
the value of P(Eo) and P(Et) can be found from 
the value of this ternary strength, by Theorems 
4-7. In this case, in order to guarantee that no 
p-inconsistency occurs, the strength of the rule 
Et -t E2 should be a binary one or a unary one, 
by Theorems 10 and 9. 

2) If the strength of the rule E 1 -t E 2 is a binary 
one, then the value of P(E2) can be found from 
the values of its strength and P(Et), by Lemma 
5. Thus, by Theorem 10, in order to guarantee 
that no p-inconsistency occurs, the strength of the 
rule E2 -t H should be a binary one. This is 
because the value of P(H) needs to be found from 
its strength and the value of P(E2 ) by (8). 

3) If the strength of the rule Et -t E 2 is a unary 
one, and the value of P(E2 ) can be found from 
the rule E2 -t H, then no p-inconsistency oc
curs, by Theorem 9. Thus the strength of the rule 
E2 -t H should be a ternary one, because the val
ues of P(E2 ) and P(H) need to be found from its 
strength by Theorems 4-7. 

3 Prior Probabilities of Boolean 
Nodes 

From the previous section we know that, in an infer
ence network, the prior probabilities of the nodes cor
responding to middle hypotheses and end hypotheses 
need not be supplied with values for their prior prob
abilities, because they can be found from the values 
of the strength of the corresponding rules. But, what 
about the nodes corresponding to a Boolean expression 
in some evidence and/or middle hypotheses? In this 
section, we will discuss this problem. 

3.1 The Boolean Node of Middle Hy
potheses 

Suppose that in a knowledge base, there are the follow
ing rules: 

where H' is a Boolean expression in Ht, ... , Hn. How 
can the value of P(H') be found from the values of 
P(Ht), ... , P(Hn-d and P(Hn) by a formula? 

The negation formula is 

Theorem 12 

P(-.E) = 1- P(E) (25) 

For AND and OR formulas, [9, 1, 7] give the following 
definition and theorems. 

Definition 7 The degree of dependence between the 
proposition Et and E2, denoted by D, is given by 

D _ P(Et 1\ E2) 
- min{P(Et), P(E2)} 

(26) 
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Some different models are described as follows. 

Theorem 13 (Min-dependence) If 

then 

D _ max{O, P(Et) + P(E2)- 1} (
27

) 
- min{P(E1), P(E2)} 

P(E1 /\ E2) = max{O, P(E1) + P(E2)- 1} (28) 

P(E1 V E2) = min{l, P(Et) + P(E2)} (29) 

Theorem 14 (Independence) If 

then 

(30) 

P(E1 /\ E2) = P(E1)P(E2) (31) 

P(E1 V E2) = P(E1) + P(E2)- P(E1)P(E2) (32) 

Theorem 15 (Max-dependence} If 

D= 1 (33) 

then 

P(E1 /\ E2) = min{P(El), P(E2)} (34) 

P(E1 V E2) = max{P(E1), P(E2)} (35) 

Theorems 13-15 are only some examples. For two 
pieces of assertion of the antecedent part of a rule, if 
a human expert can give the corresponding dependent 
degree D, then, from Definition 7, we can easily derive 
the corresponding AND and OR formulas. 

3.2 The Boolean Node of Original Evi-
dence 

For a rule E-+ H, P(E) need not be supplied with any 
value by a human expert, because the value of P(E) 
can be found from the values of the strength of the rule 
according to the discussion in Section 2. Therefore, in 
the case where Eisa piece of original evidence, there is 
no problem. However, in the case that E is a Boo lean 
expression in the pieces of original evidence E 1, ... , En, 
there is a problem. Although the value of P(E) can 
be found from the strength of the rule, the value of 
each P(Ei) (1 ::; i ::; n) cannot be found. Thus the 
value of C(Ei, S) cannot be transformed into the value 
of P(EiiS) for propagation by using the appropriate 
probability propagation formulae described in the next 
section. As a result, it seems that a human expert has 
to supply a value for each P(Ei)· 

Though the majority of nodes in an inference network 
need not be supplied with values, the need for some 
nodes to be supplied with values is still a very arduous 
task for a human expert. According to the above dis
cussion, a solution to the problem may not be found if 
absolute consistency with probability theory is insisted 
upon. However, if this insistence is relaxed a little, the 
problem can be easily solved. In fact, in a case where 
the premise E of the rule E -+ H is a Boolean com
bination of the pieces of original evidence E 1, ... , En, 
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we can firstly find the value of C(E, S) by using the 
PROSPECTOR formulae in Definition 8; next, we find 
the value of the prior probability P(E) from the value 
of strength of the corresponding rule, according to the 
discussion in Section 2; finally, by Theorem 3, the value 
of C(E, S) can be transformed into the value of P(EIS) 
to propagate. 

Definition 8 

C(E1 V E2, S) = max{C(E1, S), C(E2, S)} (36) 

C(E11\E2,S) =min{C(E1 , S),C(E2,S)} (37) 

C(•E, S) = -C(E, S) (38) 

3.3 The Mixed Boolean Node 

Suppose that in a knowledge base, there are the follow
ing rules: 

where H' is a Boolean expression in the mid
dle hypotheses H 1, ... , H n and the original evidence 
Ef, ... , E~. How can the value of P(H'IS) be found? 
Just as in Subsection 3.2, we can give a relaxed so
lution to this problem. First, we find the value of 
each C(Hi, S) from the values of P(H;IS) and P(Hi), 
by Definition 2, because the value of each P(Hi) can 
be found from the value of the strength of the corre
sponding rule according to the discussion in Section 
2. Second, by using the formulae in Definition 8, 
we can find the value of C(H', S) from the values of 
C(H1, S), ... , C(Hn, S) and C(Et, S), ... , C(E:r,, S). 
Finally, we note that the value of P(H') can be found 
from the value of the strength of the rule H' -+ H 
according to the discussion in Section 2. Thus, by The
orem 3, the value of C(H', S) can be converted into the 
value of P(H'IS) to propagate. 

4 Propagation for Probability 

In the last two sections, we discussed some ways to 
find values for prior probabilities using the values of 
strength of rules, rather than supplying values for them. 
Since the values of prior probabilities can be found, the 
values of the uncertainty measures of both evidence and 
rules can be transformed into the values of the corre
sponding conditional probabilities. So, it is enough for 
us to consider the probability propagation formulae. 

First, the values of uncertainty measures for both evi
dence and rules are transformed into the values of prob
abilities; second, by using the corresponding probabil
ity propagation formulas , these values are propagated 
through an inference network. Clearly, this approach 
ensures that the definitions of uncertainty measures for 
evidence and rules are consistent with the propagation 
for their values. In other words, our model is consistent 
with probability theory. 
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4.1 Sequential Propagation 

So-called sequential propagation is used to find the 
value of P(HIS) from the values of P(EIS), P(HIE) 
and P(Hi...,E). 

1) If the strength of rule E ~ H is a binary one or 
a ternary one, then P(HIE) and P(Hi-,E) can be 
found from the value of its strength by Theorem 
1. In this case, we use formula (11) for sequential 
propagation. 

2) If the strength of rule E-t H is a unary one, then 
only one of P(HIE) and P(Hi...,E) can be found 
from the value of its strength by Lemma 4. But in 
this case, since the values of P(E) and P(H) are 
known, we can use the formulae in the following 
theorem for sequential propagation. 

Theorem 16 If H and S are conditionally indepen
dent given E and-,£, that is, 

then 

P(HIE 1\ S) = P(HIE) (39) 
P(Hi...,E 1\ S) = P(Hi·E) (40) 

P(HIS) = P(HIE)(P(EIS) - P(E)) 
1- P(E) 

+ P(H)(1- P(EIS)) (41 ) 
1- P(E) 

P(HIS) = P(Hi...,E)(P(E)- P(EIS)) 
P(E) 

+ P(H)P(EIS) (42) 
P(E) 

Proof. From Lemma 1 and (11), (41) and (42) can be 
~b~~- D 

Sequential propagation using (11), (41) and (42) 
differs from the PROSPECTOR subjective Bayesian 
model. 

By Lemma 1, if P(EIS) = P(E), P(HIS) should be 
P(H). But, in the PROSPECTOR model , for two rules 
Eo~ E and E ~ H, the value of P(E) of the conclu
sion of Eo ~ E needs to be supplied with a value by 
a human expert, as does the value of P(H) of the con
clusion of E-t H. Now let P(EIS) be the subjective 
value of P(E), then the result of the right side of (11) 
may not be equal to the subjective value of P(H). 

In other words, if all of P(E), P(H), P(HIE) and 
P(HI-.E) are supplied with values directly or indirectly 
in a subjective manner, the total probability formula 
(i.e. Lemma 1) may not be satisfied. That is, a p
inconsistency among the values occurs. To solve the 
problem, Duda et al. [8] proposed the following so
called EH formula for sequential propagation: 

P(HIS) = 
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P(Hi-,E) + (P(H)-P(ff<I_;~))P(EIS) 

if 0::; P(EIS) < P(E) 

P(H) + (P(HIE)-P(Hl)(P(EIS)-P(E)) 
P .,E) 

if P(E) ::; P(EIS) ::; 1 
(43) 

7 

No p-inconsistency in our method is guaranteed by 
Theorems 9-11. Therefore, we use {11), (41) and (42), 
rather than the above EH formula, for sequential prop
agation. 

From (7) and ( 43), we can easily derive the following 
formula: 

P(HIS) = 

P(Hi-,E) + (P(H)-P(HI.,~))(C(E,S)+5) 

if C(E, S) ::; 0 

P(H) + (P(HIE)-PJH))C(E,S) 

if C(E, S) > 0 

Note that in the above formula, there is no P(E). 
Hence, in the PROSPECTOR model, there is no need 
to supply values for prior probabilities of original ev
idence. However, this is based on (43), which is a 
pseudo-probability formula. In our method, sequen
tial propagation employs the formulas strictly derived 
from probability theory, rather than being based on 
( 43) . From (7) and our sequential propagation formu
las, we cannot derive a formula in which there is no 
P(E). Hence, we discussed the problem of calculation 
for prior probability of original evidence in Subsection 
3.2. 

4. 2 Parallel Propagation 

So-called parallel propagation is used to find the value 
of P(HIS1 1\ S2) when we have found the values of 
P(HIS1) and P(HIS2) from both rules E 1 -t H and 
E2 ~ H, respectively. 

Duda et al. [8] showed: 

Theorem 17 If S1 and S2 are conditionally indepen
dent, given H and -,H, that is, 

then 

P(S1 1\ S2iH) = P(S1iH)P(S2iH) (44) 
P(S1 1\ S2i...,H) = P(Sd-.H)P(S21-.H) (45) 

O(HIS 1\ S ) = O(HIS!)O(HIS2) (46) 
1 2 O(H) 

where 0 is odds. The relationship between odds and 
probability is 

O(x) = P(x) 
1- P(x) 

(47) 

By ( 4 7), we can transform ( 46) into the following 
(48). 

Theorem 18 If S1 and S2 are conditionally indepen
dent, given H and -.H, that is, {44) and (45), then 

P(HIS1 AS2) 

P( H!Sl)P( HIS2)P( ...,fl) 
= -=p-:-( ...,-=H=I s=!..,-:)P:::-::(,.-...,H=7-:I S:-':2 )-::P:-7-( H::-:'):--+...!...P-=-('"=H-=7-1 s-=-!-:-::)P::-:(-:::H:;-:1 S::-:2 ):-::? :-:-( ...,.....,H~) 

(48) 

From the above theorem, we know that the value 
of the prior probability is referred to by using parallel 
propagation. This is one of reasons why we need to 
calculate its value from some rule-strength. 
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4.3 Boolean Propagation 

The negation propagation formula is 

Theorem 19 

P(•EiS) = 1- P(EiS) (49) 

For AND and OR propagation, similar to [9, 1, 7], we 
can give the following definition and theorems: 

Definition 9 Under an observation S, the degree of 
dependence between the proposition Et and E 2 , denoted 
by D, is given by 

Some different models are described as follows. 

Theorem 20 (Min-dependence) If 

then 

D = max{O, P(EtiS) + P(E2iS)- 1} 
min{P(EtiS), P(E2IS)} 

(51) 

P(Et A E2IS) = max{O, P(EdS) + P(E2IS) -1} (52) 

P(Et V E2IS) = min{1, P(EtiS) + P(E2IS)} (53) 

Theorem 21 {Independence) If 

then 

P(Et A E2IS) = P(EdS)P(E2iS) 

P(Et V E2IS) = P(EtiS) + P(E2IS) 

-P(EtiS)P(E2IS) 

Theorem 22 (Max-dependence) If 

then 

P(Et A E2jS) = min{P(EtiS), P(E2iS)} 

P(Et V E2IS) = max{P(Et!S), P(E2IS)} 

(54) 

(55) 

(56) 

(57) 

(58) 
(59) 

Theorems 20-22 are only some examples. If a human 
expert can give the corresponding dependent degree D 
for two pieces of assertion of the antecedent part of a 
rule, then, from Definition 9, we can easily derive the 
corresponding AND and OR propagation formulas for 
probabilities. 

5 An Example 

Suppose that in a knowledge base, there are the follow
ing rules: 

Rt : Et A E2 --r Es 

(ILS,ILN) = (100,0.3) 

(C(Et A E2, S), C(Es, S)) = (3, 2) 
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R2 : •E3 V E4 --r E6 

{ILS, ILN) = (100, 0.5) 

(C(•E3 V E4,S),C(E6,S)) = (-3,-2) 

R3 : Es V E6 --r E1 

{ILS, ILN) =(50, 0.4) 

R4: E1 --r Eg 

ILN = 0.9 

Rs: Ea---* Eu 
{I LS, ILN) = (300, 0.3) 

R6: Eta---* H 

(ILS, ILN) = (0.3, 200) 

R1: Eg --rH 

(ILS, ILN) = (0.8, 30) 

(C(Eg, S), C(H, S)) = (-1, 0.4) 

Ra: En--rH 

(ILS,ILN) = (0.2, 150) 

Let us explain the strengths of the rules in the knowl
edge base above. 

1) A ternary strength is associated with the rule R7, 
such that the value of P(H) can be obtained by 
computing. Thus, for the rules R6 and R8 , only 
binary strengths are necessary. 

2) Since the value of P(Eu) can be found from the 
values of P(H) and the strength of R8 , a binary 
strength should be associated with the rule R5 . 

3) The values of P(Es) and P(E6 ) can be obtained 
from the ternary strengths of Rt and R2 respec
tively, thus the value of P(Es V E 6 ) can be found. 
So, a binary strength should be associated with the 
rule R3. 

4) Now the value P(E7) can be found from the values 
of P(E5 V Es) and the strength of R3; and the 
value of P(Eg) can be found from the value of the 
strength of R7. Therefore, a unary strength should 
be associated with the rule R4 . 

The inference netwOTk of this knowledge base is as 
follows: 
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Suppose that, from an end-user, we get: 

C(Et,Sd = 3, C(E2,S!) = 4, C(Ea,SI) = -2 
C(E1, SI) = 1, C(Es, 82) = 5, C(E10, Sa) = 4 

From the above inference network, we can see that here 
S1 , S2 and Sa correspond to the three different lines of 
reasoning to derive H, respectively. 

Now we will find the value of the uncertainty measure 
of the hypothesis H. · 

First, let us transform the strengths of the above 
rules into the corresponding conditional probabilities. 
Notice that for OR combinations we use formula (35). 

1. For ruleR~, by (3) and (4), we can obtain 

P(EsiEt 1\ E2) = 0.702 

P(Esi..,(Etl\ E2)) = 0.007 

and by (14) and (15), we can obtain 

P(E1 1\ E2) = 0.142 

P(Es) = 0.106 

2. For rule R2, by (3) and (4), we can obtain 

P(Eai-.Ea V E4) = 0.5025 

P(E6j-.(-,Ea V E1)) = 0.005 

and by (20) and (21), we can obtain 

P(-.Ea V E4) = 0.02 

P(E6) = 0.015 

3. For rule Ra, first by (35), we can obtain 

P(Es V E5} = 0.106 

next by (8), we can obtain 

P(E1) = 0.075 

finally, by (3) and (4), we can obtain 

P(E1IE11 V E6) = 0.605 

P(E7j-.(Es V E5)) = 0.012 
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4. For rule R7 , by (3) and (4}, we can obtain 

P(HjE9 ) = 0.7945 

P(Hj-.Eg) = 0.993 

by (16) and (17), we can obtain 

P(Eg) = 0.024 

P(H) = 0.988 

5. For rule R8 , by (3) and ( 4}, we can obtain 

P(HIEu) = 0.199 

P(HI-.En) = 0.995 

and by (24), we can obtain 

P(Eu) = 0.008 

6. For rule R6, by (3) and (4), we can obtain 

P(HIEto) = 0.299 

P(HI-.Eto) = 0.996 

and by (24), we can obtain 

P(E1o) = 0.012 

7. For ruleRs, by (3) and (4), we can obtain 

P(EuiEs) = 0.795 

P(Eui-.Es) = 0.993 

and by (24), we can obtain 

P(Es) = 0.026 

8. For rule R1, by (23), we can obtain 

9 

Next, let us transform the values of the evidence un
certainty measure into the value of the corresponding 
probabilities. By (36), (37) and (38), we have 

C(E11\ E2, Si)= 3 

C(-.Ea V E4, Si)= 2 

thus by (7), we have 

P(Et 1\ E2IS1) = 0.6568 

P(-.Ea V E4jSt) = 0.412 

And by (7), we have 

P(EsiS2) = 1 

P(E10ISa) = 0.802 

Finally, let us propagate assessment for uncertain
ties of the evidence and rules to get the value of 
P(HISt 1\ S2 1\ Sa). Notice that for OR combinations 
we use formula (59). 
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1. For rule R1. by (11), we find 

P(E5j8t) = 0.463 

2. For rule R2, by (11), we find 

3. For rule R3, first by (59), we find 

P(Es V E6j81) = 0.463 

then by ( 11) , we find 

P(E1I81) = 0.287 

4. For rule R 4 , by (42), we find 

P(Egj8t) = 0.044 

5. For rule R5 , by (11) , we find 

P(Eul82) = 0.795 

6. For rule R6, by (11), we find 

P(Hj83) = 0.437 

7. For rule R1, by (11), we find 

P(HI81) = 0.984 

8. For rule R8 , by (11), we find 

P(HI82) = 0.362 

9. By (48), we find 

P(HI81 1\ 82 1\ 83) = 0.004 

If necessary, by (6) we can convert it into 

6 Summary 

Supplying values for prior probabilities of nodes in an 
inference network is a very arduous task for human ex
perts. This is because prior probabilities are rarely 
available, and are difficult to obtain. The EMYCIN 
certainty factor model leaves prior probabilities out, so 
that a human expert need not do this task. However, 
this leads to inconsistency with probability theory. The 
PROSPECTOR subjective Bayesian model takes prior 
probabilities in, so that although there is not such an 
inconsistency as with the EMYCIN model, a human 
expert has to carry out this arduous task. There is 
no need for nodes to be supplied with values for the 
prior probabilities by human experts, but the consis
tency between the model and probability theory, seems 
to contain contradictory elements. In the course of ex
ploring possible paths for solving the problem, one of 
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the most important attempts is in the work of Hecker
man [10]. But some researchers [6] feel that the work 
of Heckerman dispels the advantage of the EMYCIN 
certainty factor model. Therefore, another solution to 
this problem is worth considering. 

In this paper, a study is performed to develop an 
alternative solution to this problem. We offer four con
tributions: 

1. Unlike the PROSPECTOR model, our model does 
not need a human expert to supply any value for 
the prior probability of any node in an inference 
network. The key idea is to reduce the problem of 
supplying values for prior probabilities to a lesser 
problem of providing one instance of an uncertain 
reasoning to illustrate the use of some rules in a 
knowledge base. Clearly, the latter is much easier 
and more intuitive than the former. 

2. Unlike the PROSPECTOR model, in our model 
there is no problem of inconsistency among the 
values of the prior probabilities of nodes in an in
ference network. This is because, on selecting an 
appropriate form of rule-strength for each rule in 
a knowledge base, we consider (according to the 
total probability formula) its relationship to the 
other rules in the knowledge base. Since incon
sistency does not appear in our model, sequential 
propagation employs the formulas strictly derived 
from probability theory, rather than the EH for
mula (a pseudo-probability formula) which is de
signed specifically for dealing with this kind of in
consistency in the PROSPECTOR model. 

3. In our model, because the values for the uncer
tainty measures of both evidence and rules can be 
transformed into the values of probability measure, 
their definitions are consistent with the propaga
tion for their values through an inference network. 
In the PROSPECTOR model, the definitions of 
uncertainty measures are substantially consistent 
with the propagation for their values. This is not 
so in the EMYCIN model. 

4. The inadequacy of the measures of rule
uncertainty in the PROSPECTOR model is identi
fied using the analysis of the meaning of uncertain 
causal relation. By careful examination of this in
adequacy, we introduce two new basic measures 
for uncertainties of a rule. These can satisfacto
rily capture the idea that the premise of the rule 
is a possible cause of the conclusion of the rule. 
Whereas those in the PROSPECTOR model fail 
to do so. 

Currently the most popular method for managing un
certainty is the Bayesian network [18, 3]. Probably this 
is principally because the model is consistent with prob
ability theory. However, probabilistic inference using 
the Bayesian network is N P-hard in general case [4]. 
Clearly, the inference in our model is not N P-hard, 
and our model is also consistent with Bayesian. There-
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fore, we believe that our model is a competitor to the 
Bayesian network model. 
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Abstract 

Noetica is a tool for structuring conceptual knowledge 
about concepts and the relationships between them. A 
knowledge represetnation system differs from a typical 
information system in that the knowledge is abstract, 
highly connected and includes knowledge about knowl
edge. Noetica represents knowledge using a strongly 
typed semantic network. By providing a rich type sys
tem it is possible to represent conceptual information 
using formalised structure. Further a class hierarchy 
is provided for all objects, and thus every object au
tomatically has a classificataion. It combines therefore 
the strengths of "free" semantic nets and object ori
ented programming languages. 

We also provide visualisation and query tools for this 
data model. Visualisation can be used to visualise com
plete set of link-classes, visualise a path while navigat
ing through the database, or visualise results of queries. 
Noetica supports goal-directed queries, which are a se
ries of user supplied goals that the user attempts to sat
isfy in sequence, and path finding queries which involves 
finding relationships between objects in the database. 
The power of this tool lies in its use for hyp9thesis gen
eration within a users own knowledge base and compar
ison of hypotheses among knowledge bases of several 
users. 

1 Introduction 

The role of computers in information technology has 
traditionally revolved around the needs of large infor
mation consumers such as business, industry, and gov
ernment. Here the demand has been for information 
systems that structure large amounts of regular data: 
stock control, inventory, transaction management, ac
counting, record-keeping, customer information, book
ing and lending systems. The dominant technology for 
such systems is the relational data model. The rise of 
the personal computer (PC) during the 1980s and 90s 
has led to the decentralisation of many of these sys
tems. Mainframe-based applications have evolved into 
client-server systems, but the data models them have 
changed little since the 1970s. 
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Personal computers and the growth of the home com
puting market has led to a rapid growth in m~!!.timedia 
information systems. Multimedia products include dig
ital encyclopedias, dictionaries, and reference material 
on a wide variety of subjects. Such systems include 
information in many forms (eg. text, sound, pictures, 
animations) but are generally structured using hyper
media concepts. A hypertext is a text document that 
can be navigated in a non-linear fashion by following 
references from place to place in the document. A 
hyper-media document is a hypertext that contains in
formation in forms other than text. 

Hypertext is an ideal tool for structuring conceptual 
information. Within a text almost any form of infor
mation can be represented; The text can be as sparse 
or as rich as desired. The phenomenal growth of the 
World Wide Web since 1992 demonstrates the popular
ity of the medium. However, text as a medium suffers 
an important drawback. Text can only be understood 
by natural-language speakers; natural language is of
ten ambiguous and there are many ways of expressing 
a concept. A user can only understand the content of 
a text by exploring it. Unless the texts are systemati
cally categorised using a non-textual scheme, it will be 
virtually impossible to locate a particular text based on 
its "meaning" or "content". This means that it is diffi
cult to design automata ( eg. query-answering systems) 
for locating information based on content. Text index
ing tools attempt to solve this problem by searching for 
key-words in the text, but this is seldom sufficient. For 
example, "Shall I compare thee to a summer's day ... " 
is not actually about "summer days", nor could one de
duce its meaning by simply analysing word frequency. 

Although there are many tools for organising sim
ple types of information there are few tools available 
for structuring knowledge. A knowledge-representation 
system differs from a typical information system in 
that: 

• Knowledge is abstract. Whereas a stock con
trol system can represent items using simple codes 
(such as model numbers and serial numbers), con
ceptual knowledge must often be expressed using 
natural language. 

• Knowledge includes knowledge about knowledge. 
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Typically, the design of data-bases involves the 
discovery of categories of things which are used 
in the process of building abstractions, and are 
then discarded.· A knowledge-base aims to rep
resent knowledge about classifications of things as 
well as the things themselves. In order to make 
deductions based on knowledge we need to know 
information about the assumptions that have been 
made. 

• Knowledge is highly inter-related. 

This document describes Noetica, a system for struc
turing conceptual knowledge: knowledge about concepts 
and the relationships between them. It begins by out
lining some of the goals that Noetica aims to achieve. 
Section 2 describes Noetica's data model and discusses 
some of the ways that this can be used in knowledge 
representation. Section 3 describes some of the tech
niques that Noetica offers to visualise complex infor
mation. Section 4 describes the query system. Due to 
space restrictions a sample application is not included 
here, the reader is refered to [4). 

2 Data Model 

Noetica is an information system designed for mod
elling conceptual knowledge: that is abstract knowledge 
about concepts and the relationships between concepts. 
Noetica represents knowledge using a strongly-typed se
mantic network. Fundamental objects are represented 
as nodes in a graph; relationships are represented as 
edges between nodes. Some other features of the sys
tem are: 

• By providing a rich type system it is possible to rep
resent certain types of conceptual information us
ing a formalised structure. For example, informa
tion on a "person" might include attributes such 
as "name", "date-of-birth", "portrait", "address", 
"biography". The type system includes textual ob
jects, so it is possible to build texts that have a for
mally defined structure. Using formal "templates" 
to representing classes of concepts ensures consis
tency ofrepresentation [1]. 

• By providing a class hierarchy for all objects in the 
knowledge base, every object automatically has a 
classification (albeit simple) based on what kind 
of object it is. Existing definitions can be refined 
using inheritance. For example, a "politician" is a 
sub-class of "person"; a politician inherits all the 
properties of people, and might have others in ad
dition such as "electorate", ''political-affiliation", 
"portfolio". 

• By providing a formal reference semantics 
(through reference types and links) it is possible 
for objects (textual or otherwise) to refer to each 
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other. Links are relationships between objects of 
specified classes and can be labelled with arbitrar
ily complex information (including text, other ref
erences, etc). Once a link is made, it is automati
cally possible to navigate in either direction with
out resort to queries (as is necessary if objects are 
linked using foreign keys in a relational model). 

• By providing a graphical grammar for structured 
objects it is possible to define structured types and 
browse structured data without resort to forms and 
queries. Graphical tools are also provided which 
allow complex networks of relationships to be vi
sualised in 2D or 3D space. 

• By providing a way of referencing external infor
mation (ie. files), any kind of information (such as 
documents, pictures, sounds) can be incorporated 
into the knowledge model. The user can define 
how the system is to handle these objects using 
external application programs. 

As a strongly-typed semantic network, Noetica has 
several advantages over "free" semantic networks (in 
which attributes can be assigned arbitrarily). 

• Consisteil.cy of representation is ensured, since all 
instances of a class must have the same well
defined structure. 

• Use of type extension (inheritance) means that it 
is easy to extend a knowledge model whilst retain
ing its semantics. This is important if knowledge 
models are to be interlinked, or shared between 
users. 

• Grouping objects into classes leads to more effi
cient queries, since processing involves sub-groups 
of the whole model. 

Noetica's type system resembles that of many "object
oriented" programming languages. However, it has sev
eral important advantages: 

• Every object is persistant, and references ("point
ers") between objects are maintained automati
cally. 

• Meta-level information is retained. This informa
tion is used for queries and for the visualisation of 
data. Complex data types can be editted automat
ically. Persistency of the type system means that 
the data model can be extended at any time. 

• Textual and file-reference types are built into the 
system. 

2.1 Overview 

Figure 1 summarises Noetica's type system. The basic 
types are shown, along with example values for that 
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type. There are three types of type. Simple Types 
are each associated with a predefined domain. These 
include numbers (Integer and Float), textual infor
mation (String and Text), and logical information 
(Boolean). Structured Types are used to build more 
complex types out of simple types. Record and Vari
ant types are each composed of a collection of named 
components. A record value contains all of the named 
components; a variant value contains only one of the 
named components and can thus be used to enumerate 
choices. A List value is an ordered sequence of values of 
the component type. The final class of type is the Ref
erence Type. File References refer to external files on 
disk. Object References refer to objects of a nominated 
class. An unusual feature of Noetica's type system is 
its inclusion of the type Type which can have a value 
that is a type. 

2.2 Relationship Models 

Relationships between objects can be defined using ref
erence values. Two approaches can be taken here. A 
first approach is to add reference attributes to objects 
in order to embody these relationships. This is termed 
the internal relationship strategy. 

An alternative approach is to define separate classes 
of objects to embody the relationships. This is termed 
the external relationship strategy, since the relation
ships are represented separately from the objects that 
are related. 

In comparing the two approaches it is important to 
consider how the information is to be accessed. The 
internal relationships model is better suited to naviga
tion. A question such "who are Charles' children" is 
answered by examining a single object i3. In the ex
ternal relationships model, we would have to examine 
all instances of class fatherof (or parentof using the 
alternative definition) to find references to i 3 . Such a 
search process takes an amount of time proportional 
to the number of relationships. Relational databases 
routinely rely on such searches and must use sophis
ticated indexing schemes to achieve high performance. 
Although either scheme can be implemented within a 
relational model, most relational databases do not have 
list types (such as Noetica's list type). This means that 
only 1-to-1 relationships can be represented using an in
ternal model; any kind of 1-to-n or m-to-n relationship 
must be implemented using an external model. 

A question such as "how many parents are there?" 
or "what is the average number of children?" re
quires a search of person' in the internal model; fatherof 
and motherof (or parentof) for the external model. 
Whether it is more efficient to search the objects or 
their external relationships depends on the relatedness 
of the objects. If only some of the people in the knowl
edge base are related to other people, there will be fewer 
external relationships than people, so a search of the 
external relation will be faster. If a person has (on av-
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erage) more than one child in the knowledge base the 
object search will be faster. 

A second important consideration is how the in
tegrity of the relationships is to be maintained. We 
need to ensure that a is a parent of b whenever b is a 
child of a. When relationships are external to the re
lated objects this is easier to achieve since there is only 
one object involved. However, constraints must be ap
plied to the relationship class. For example, motherof 
is a 1-to-N relationship: a mother may have N chil
dren, but a child may only have one mother (biologi
cally speaking, of course). With the internal model, the 
reference attributes themselves constrain the relation
ship order: a reference only permits one value, a list 
of references permits N However, a process is needed 
to ensure that the references are maintained in both 
directions. 

2.2.1 Links 

To answer some of these concerns, Noetica provides the 
concept of Links. Links are high-level binary relation
ships between objects in the knowledge base. Links 
employ both internal and external relationship models 
and may be labelled with arbitrary data types. Every 
link is a member of a link class. A link class is defined 
by: 

• The class on the "from" side of the relationship 
(fromclass). 

• The class on the "to" side of the relationship (to
class). This may be the same as the fromclass. 

• An attribute name for the link in the to-from di
rection (fromname). 

• An attribute name for the link in the from-to di
rection (toname). 

• A link order which can be: 1-to-1, 1-to-n, m-to-1, 
m-to-n. 

• A label type labeltype E T(C'). Thelabel is in
tended to represent: 

- Additional content about the relationship 
(where there may be auxiliary factors in
volved). This content may include other ref
erences, which means that any number of ob
jects can be related by a link class. However, 
only the two base link references will be main
tained automatically. 

- meta-content about the link (such as who 
added the link, the source and reliability of 
the information) 

The type of the instances of link class le is: 

a(lc) =[from: Ref(fromclass), 

to : Ref( toclass), label: labeltype] 
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Type Form Example Value 
Simple Types 
Integer Integer 42, 0, -92073421 
Float Float 3.1415926535, 6.02252 X 1Q23 

String String "how long is a piece of string?" 
Boo lean Boo lean True, False 
Text Text '"Twas brillig and the slithy toves 

Did gyre and gimble in the wabe" 
Unity Unity Unit 
Type Type [name : String, age : Integer] 
Compound Types 
Record [al: t1, ... ,an: tn] [a1 =VI, ... , an= Vn], Vi: ti 

[name: String, age: Integer] [name= "Joe Bloggs", age= 21] 
Variant (al: h, ... ,an: tn) (ai : vi), vi : ti 

(mr, ms, other: String) (ms), (other= "sir") 
List (: t) (v1, ... ,vn), Vi: t 

(:String) ("a", "list", "of", "strings") 
Reference Types 
Ref Ref(c) reference to any object of class c 
FileRef FileRef reference to any file 

Figure 1: Overview of Noetica data types. 

When a new link class is defined, the attribute 
to name is added to class fromclass, as either type 
Ref( toclass) or (: Ref( toe lass)) according to whether 
the relationship is a 1-to- or m-to- relationship. Sim
ilarly, jromname is added to class toclass. The new 
link class is also inherited by all sub-classes of from
class and toclass, since these all inherit the attributes 
toname and fromname (respectively). 

Whenever a new link of class le is added between 
objects o1 of class fromclass and o2 of class toclass: 

1. The user is prompted for a label n and a new link 
object 

(l, [from= o1, to= 02, label= n], le) 

is added to the object set. 

2. The toname attribute of 01 is adjusted to reference 
02. 

3. The fromname attribute of 02 is adjusted to refer
ence 01. 

4. A reference to l is added to the hidden links field 
of both o1 and 02. 

The system checks that the link order is not violated by 
the addition of a link. For example, if there is already 
a link defined for a 1-to- relationship the user may be 
given the option of replacing the old link with the new 
one. Whenever a link is removed, the above actions 
are reversed, maintaining both internal and external 
referential integrity. 

Noetica's hybrid relationship model offers the follow
ing advantages: 
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• Automatically maintains referential integrity of 
knowledge base. 

• Internal relationship model results in efficient nav
igation. All objects related to a given object o 
can be located by examining a single object o; no 
queries are necessary. 

• External relationship model results in efficient 
query over a link class. If the number of links is 
less than the number of linked objects this leads 
to significant performance gains for aggregate and 
enumerative queries. From any ·link l, the linked 
objects can be located by examining a single object 
l; no queries are necessary. 

• It does not impose a particular way of viewing re
lationships. Users may consider relationships to be 
internal or external. 

• Links are considered to be high-level attributes of 
objects, and are thus inherited in the same way 
that regular attributes are inherited. Thus, the 
semantics of a relationship is preserved by later 
extensions of the related classes. For example, if 
the link class "A/B" links class X and Y, it also 
links sub-classes (extensions) of X to sub-classes of 
Y. 

Disadvantages of the hybrid relationship model in
clude: 

• More storage is required since there is redundancy 
in the representation of links. In the current imple
mentation, the hybrid model requires 28 bytes per 
link more than the equivalent external relationship 
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Figure 2: Schematic view of objects in Noetica's link 
model. 

model (one attribute name and two references per 
object). 

• More time is required adding links. In the exter
nal relationship model, adding a link requires the 
creation of one object (the link) and the update 
of one object (the link class, which enumerates all 
instances). In addition, the hybrid model requires 
an update of both linked objects (two object up
dates). Effectively, the hybrid model doubles the 
time required for link addition. The cost is consid
ered an acceptable trade for the advantages listed 
above. Most links are added interactively by a user 
(to whom the additional delay is imperceptible) . 

Figure 2 shows the referencing involved when objects 
and links are created. Classes (regular or link-class) and 
their instances refer to each other. Links refer to the 
linked objects (this is true in an external relationship 
model). In addition, the linked objects also refer to the 
links, meaning that link data can be found rapidly with
out resort to queries. Linked objects also refer to each 
other (internal relationship model), meaning that all 
the information required for navigation is represented 
within the object itself. 

3 Visualisation 

In a relational data model, objects correspond to rows 
in a table. Any attribute of an object that involves col
lections of things must be represented using external 
relationships. Visualising objects in a relational data 
model requires the construction of "forms" or "reports" 
that interpret the relationships and present the infor
mation to the viewer. In a situation where an object 
is complex this can involve a series of queries to gener
ate sub-forms (that is, a form contained within another 
form). 

Noetica's data model includes formalisms for defining 
collections and references. This means that the system 
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is able to meaningfully display any object that the user 
can define. The following section describes Noetica's 
visualisation system. 

3.1 Data structure visualisation 

N oetica uses a graphical diagramming system to 
present complex objects to the user. Each structured 
value (List, Record or Variant) is expanded to a tree 
diagram in which the leaves represent the component 
attributes (for Records or Variants) or elements (for 
Lists). 

References are handled in different ways depending 
on the type of reference being displayed. One approach 
is to expand the referenced object as a sub-tree, but to 
link it to the main tree using an arrow rather than a 
straight branch. This allows the user to visualise the 
referenced object as part of the original object. Obvi
ously such a display would quickly become very com
plex in a situation where objects are highly interrelated. 
Thus, the user has the option of specifying whether such 
references are to be expanded or not. References are 
not expanded if the referenced object is already part 
of the display (for example, mutually referencing ob
jects). A second approach is to treat the references in 
the same way as hyper-links are treated in a hypertext. 
This approach is used for Links: a brief summary of the 
link name and referenced object it displayed. Clicking 
on the summary jumps the user to a display of that 
object. 

Users are presented with a graphical structure dis-
play when: 

• Defining a class (that is, specifying the type cr( c)) . 

• Defining the value for an object. 

• Defining the label for a link. 

Figure 3 shows Noetica's class editor. The "name" 
section shows the name of the class being defined. The 
"superclasses" section allows the user to add and delete 
superclasses for the class. In the example, object is the 
only superclass. The display lists both direct (ie. speci
fied by the user) superclasses, and indirect superclasses 
(superclasses of direct superclasses). The "inherited 
type" section shows the type inherited from the super
classes. This cannot be changed by the user. In the 
example, class Person has inherited the name from ob
ject. The "local type" section shows the type specified 
by the user. In this example, the resultant type is: 

name : String, 
title : ( mr, ms, other : String), 
address:(: [street:(: String),postcode: Integer]) 

The "link types" section shows the link classes that 
have been defined for Person. Attributes associated 
with link classes are not shown as part of the local or 
inherited type. 
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Figure 3: Noetica's class editor. 

Figure 4 shows Noetica's instance editor. Here it is 
being used to create an object of class Person defined 
in the previous figure. The "Object" section shows the 
value of the new object. In this example it is: 

name= 
title= 
address= 
((street= 

(street= 

"Joe Bloggs", 
(other= "Sir"), 

( "2067 Hill Way", "Kelmscott") 
,postcode= 6111), 
("PO Box 434", "Armadale"), 
postcode= 6112)) 

The "links" section is used add, delete and follow links. 
A link is normally presented by displaying attribute 
name (the toname attribute of the link class) and the 
name of the target object. The label for each link is op
tionally displayed using the normal structure display. 
Clicking on the link using the Select button commits 
changes to the current object, and jumps to the tar
get object. In this way, the user can navigate between 
objects as they would navigate a hypertext. 

Clicking the mouse Menu button over the links dis
play activates a menu that allows the user to 

1. Add a link to an existing object. The user is 
prompted to choose a link type, and the system 
displays a browser allowing the user to select the 
desired object of the appropriate type. 

2. Add a link to a new object. The user chooses a link 
type, and the system displays a browser allowing 
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Fig~e 4: Noetica's instance editor. 

the user to select the class for the target object 
(this is necessary if, for example, link's target class 
has sub-classes). The system creates a new object 
and links this to the previous object, allowing the 
user to fill in the specifics of the new object. 

3. Delete the link that the mouse is positioned over. 

4. Display an arbitrary object selected using a 
browser. 

3.2 Visualising Relationships 

Noetica's structure-diagramming system is used to vi
sualise the internal structure of objects. Noetica also of
fers graphical visualisation of the relationships between 
objects. Noetica's knowledge base is structured as a 
collection of objects connected by links. Every subset 
of the knowledge base can be mapped onto a graph, in 
which the nodes of the graph are objects and the arcs 
in the graph are links. A graph visualisation tool [3] 
allows these graphs to be arranged and manipulated in 
two- or three-dimensional space. 

Graph visualisation has several functions within 
Noetica. 

• It can be used to visualise complete sets of link
classes. The user selects one or more link-classes 

' and the system displays all objects that are linked 
by instances of these link-classes. By its nature, 
the layout algorithm tends to isolate clusters {or 
equivalence classes) of objects. A query such as 
"show me all songs and their composers" {shown 
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4 

in the Figure) partitions the songs and composers 
into disjoint subsets of mutually-related objects. 
The graphical layout makes this clear where other 
forms of reporting may not. 

• It can be used to visualise a path while navigat
ing the knowledge-base. As the user follows links 
from object to object, the followed path may be 
displayed as a graph. By clicking on nodes in the 
graph, the user can return to a previously visited 
object. 

• It can be used to visualise the results of queries. A 
query such as "show me the relationships between 
object A and B" can draw annotated diagrams of 

-the relevant paths through the knowledge base. 

Query System 

Two types of queries are supported within Noetica. 
Goal-directed queries consist of a series of goals, which 
the system attempts to satisfy in sequence. Some goals 
may be satisfiable in several ways; other goals may not 
be satisfiable. The system employs a backtracking sys
tem to find all solutions to the query. Path-finding 
queries involve finding relationships between objects in 
the knowledge base. Each path consists of a series of 
links and objects that define a relationship between two 
objects. 

Noetica's query language (NQL-1) is simple inter
preted language with LISP-like syntax. It is intended 
as a demonstration of goal-directed and path-finding 
queries. 

4.1 Goal-Directed Queries 

A problem is a series of goals that must be satisfied. In 
satisfying goals, the system binds values to variables. 
A solution is a set of bindings that satisfy the problem. 
The solve function has the following representation: 

(solve goal_! goal_2 ... goal_n) 

The solve function attempts to satisfy each goal in 
sequence. When a goal fails, the system backtracks and 
attempts to resatisfy the previous goal. In this respect, 
it us similar to the resolution system of Prolog [2]. A 
goal can be: 

1. Any NQL-1 expression. This goal succeeds when
ever the expression evaluates true (non-nil). 

2. (Class <name> <var>) . This goal succeeds 
whenever <name> evaluates to a string which is the 
name of an existing class, and <var> is an unbound 
variable name. The variable will be bound to each 
instance of the named class in turn. 

3. (Link <name> <var>). This is similar to the 
above, except that <name> must name a link class. 
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4. (GetProp <obj> <name> <var>) This goal suc
ceeds whenever 

<obj> evaluates to a number, which is the 
object ID of an existing object. 

<name> evaluates to a string, which is the 
name of one of the object's properties. 

<var> is an unbound symbol. 

The symbol <var> will be bound to each value of 
the named attribute. Currently, NQL-1 only sup
ports the following Noetica attribute types: 

String: <var> is bound to a string. 

Ref(class): <var> is bound to a number (the 
object ID). 

(Ref(class)): <var> is bound to each object 
ID in turn. 

Typically, the final goals in a query perform some 
action with the accumulated solution. This may involve 
simply writing out the values. It may also involve more 
complex actions such as building data structures for the 
purposes of visualisation or reporting. The following 
examples illustrate some features of the goal-seeking 
query system. 
Example 1. Find the names of all performers that 
have recorded songs composed by "Paul McCartney". 
This example uses the fact that links are represented 
internally to each object (as well as in an external ta
ble). Using GetProp to find the value of a link attribute 
is equivalent to following the link. 

(solve 

) 

(Class "person" pi) 
(GetProp p1 "name" p1name) 
(equal p1name "Paul McCartney") 
(GetProp pi "composed" song) 
(GetProp song "name" sname) 
(GetProp song "depicted_by" sound) 
(GetProp sound "performed_by" performer) 
(GetProp performer "name" pname) 
(write pname " performed " sname nl) 

4.2 Path finding 

Finding a path linking two objects is equivalent to find
ing an explanation of the relationship between them. 
Such a relationship may involve intermediate objects 
and links. If there are many relationships, there will 
be many paths to be found. Goal-directed querying 
specifies a regulated navigation of the knowledge-base. 
Path-oriented queries allow for "free-form" querying in 
which the user does not need advanced knowledge of 
which links, or how many links are involved in the re
lationship. Languages such as SQL cannot express this 
type of query since all possible linkages must be explic
ity defined within an SQL query using join operations 
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on tables. Often, the number of types paths is large 
(possibly infinite) and it is not practical to enumerate 
them all at query time. 

Examples of such queries are: 

• What is the relationship between object A and ob-
ject B? 

• Which instances of class Care related to object A? 

Noetica supports two types of path-finding: 

• General path finding. Here, the user specifies two 
objects and a path length. The system finds all 
paths between the objects with the specified length 
or less. This form of path-finding can be computa
tionally very expensive, since the number of paths 
generally increases exponentially with the length 
of the path. Noetica performs exhaustive path
finding by depth-first search, but uses some novel 
techniques to prune the search tree. 

• Shortest path finding. Here, the user specifies two 
objects and the system finds the shortest path be
tween them. Noetica uses a modified breadth- first 
search to find shortest paths. 

19 

In order. to efficiently find paths from a to b at the 
instance-level, we build a graph (the path map) that 
contains just those paths that join A to B at the class 
level. Since the number of classes is generally small 
(of the order of 10 to 100 classes), this can be built in 
negligible time. The path map is a finite-state transi
tion diagram that shows at each step, which link classes 
will lead eventually to the desired target class. When 
searching for paths amongst instances, we keep a record 
of our place in the path map. Links at the instance level 
that are not in the path map are not followed. This 
occurs at point (1) in the traversal algorithm (Find
Path above), and can dramatically reduce the number 
of links to follow. 

To illustrate this procedure, suppose we want to find 
paths from u1 to x1. The path map is shown in Figure 
6. 

Figure 6: Path map for paths between u1 and x1. 

From the pa~h map, it is clear that the only possible 
4.2.1 General Path Finding paths are of length 2. Starting at u1, we have a choice 

of 4links: a2, a3, c1, and c2. The path map tells us that 
A naive path-finding algorithm (below) starts at a node only links of class A should be followed, so c1 and c2 
and recursively follows links until it reaches a destina- are discarded. Following a3 leads us to v1 (and V in the 
tion, or reaches the path length limit. By following map). Here, we know that there is no point following 
every link at {1), the naive algorithm examines many a4 , since only B class links will reach class X. Thus, 
paths that may never reach the goal node. we follow b2 to X2 (and X in the map). This is not our 

PROCEDURE FindPath(Jrom, to : Node; path : NodeList; goal, and we know that no other links will get us there 
links : LinkList) from here, so h can be ignored. Backtracking to u1, 

IF from= to THEN we follow a2 to v2 (and V). a1 can be discarded, so we 
path is a solution follow b1 to X1 which is our goal. Although there are a 

ELSEIF length > 0 THEN total of 6 distinct acyclic paths, we have followed only 
FOR EACH link l from node from to node next DO (l)two: {u1, VI> x2), (ub v2, x1). 

IF next is not in path THEN Although a path map will often define a fixed-length 
FindPath( next, to, Append (path, next), path, this is not always the true. Consider paths from 

Append(links,l), length- 1) u1 to y1. In this case, the path map is shown in Figure 
END FindPath; 7. 

In many cases, the types of possible paths can be de
termined in advance. Noetica does this by examining 
the Class/LinkClass relationships defined in its knowl
edge base. Consider the situation depicted in Figure 
5. The top section of the figure depicts a set of link-
ages between classes. Each node is a class, and the 
edges are link-classes relating those classes. The bot
tom section of the figure depicts a set of linkages be
tween instances. Every node (labelled in lower case) 
is an instance of a class (labelled in upper case). Sim
ilarly, every edge is an instance of a link-class. The 
class-linkages and object-linkages are isomorphic. For 
every path from instance a to instance b, there is a 
corresponding path from class A to class B. However, 
many paths amongst instances will share a single com
mon path amongst their classes. 

Autumn 1997 

Figure 7: Path map for paths between u1 and y 1• 

Since there is a cycle in the map at W, paths may be 
of any length greater than 2. In the example there are 
two such paths, {ut, w1, w2, Yl) and (ut, w3, yt). Only 
acyclic paths amongst instances are considered, so the 
link e1 is never used. 

The precise gains achieved by this technique depend 
on the nature of the relationships in the knowledge 
base. In the worst case, the number of possible paths 
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-------------·······················-------------------··-----------------------J .. ~!-~~~-!_i_~~~~~---------
! Instance linkages 

Figure 5: Example class linkages and instance linkages. 

of length pis O(lP), where l is the number of links per 
node. By reducing the available link choices to l/m, 
the saving is a factor of 0( mP) path traversals. 

4.2.2 Shortest Path Finding 

In general, the number of paths between objects will be 
large. Asking for all paths is a meaningless question, 
since the answer will include all paths betw~en all other 
objects related to those in question. It is important to 
limit the length of the paths in order to make some 
sense of the answers. 

Finding the shortest path between two objects is akin 
to asking for the "simplest" relationship between them. 
Noetica solves the "shortest path" problem using a kind 
of "breadth-first" graph traversal. To find the short
est path between a and b, the system maintains two 
sets of objects A and B. It expands either A or B 
{whichever is smallest), by adding all objects that are 
referenced by an object in the set, but are not already 
in the set. This procedure continues until a node from 
the other set is found. This does not necessarily deliver 
all of the shortest paths (there may be many of equal 
length). Objects are added to the set only once, so if 
there are multiple links to an object only one will be 
recorded. However, the system performs well even for 
large numbers of nodes. It requires space proportional 
to the number of nodes (not the number of paths) and 
takes a number of iterations proportional to the path 
length. During each iteration, nodes on the "frontier" 
of the set (added during the last iteration), must be 
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read from the knowledge base in order to determine 
their links. This is the major time factor within the al
gorithm, since it is an 1/0 bound task. Thus, the time 
taken by of the algorithm is proportional to the number 
of nodes in AUB when the intersection is finally found. 
In the best case (a linear graph) this is just p. In the 
worst case (all nodes have to be visited) it is n. Thus, 
the time complexity lies somewhere between O(p) and 
0 ( n), depending on the graph. 

4.2.3 Visualising paths 

Noetica currently contains two ways of interpreting 
paths: textual and graphical. A textual description 
lists the objects on the path and the links that were 
traversed at each step. For example, the query: 

(PrintFPaths 
(NameObj "person" "Elton John") 
(NameObj "person" "Paul McCartney") 
8 

finds the shortest path between the two named objects, 
up to a length of 8 links. One of the results is: 

Elton John performed LITSWD / John de
picts Lucy In The Sky With Diamonds com
posedBy John Lennon memberOfThe Bea
tles member Paul McCartney 

The complete solution (using the GraphFPaths query) 
is shown graphically in Figure 8 (link labels are omitted 
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Figure 8: Three dimensional visualisation of the results of a path query. 

for clarity). The nodes are placed in three-dimensional 
space, and the user can rotate the view and shift the 
node placement as desired. 

Due to space restrictions, we are unable to include a 
full example and details of the visualisation tool. Read
ers are refered to [4] for further details. 
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The paper illustrates the potential of fuzzy logic and approximate reasoning in ex ante project appraisal where projects 

are characterised in terms of multiple environmental factors or impacts. 

1 Introduction 
It is well known that major physical development projects, such as land-use and transportation proposals, frequently have 

significant positive and negative impacts on the social, economic, and biophysical environment. Projects are thus 

multidimensional, that is, characterised in terms of multiple impacts or factors. Further, projects commonly have strong 

distributive consequences and thereby engender multiple and often conflicting political and social interests. For example, 

various alternative route alignments (projects) might be characterised along such dimensions as 'construction cost', 'travel

time saved', 'social disruption', 'noise impact', 'air quality impact', etc. Different community groups will have varying 

concerns regarding these different dimensions. Adjacent residents, for example, may be concerned primarily with noise 

and air quality impacts and possible dislocation while commuters may well be more responsive to travel-time saved and 

the possibility of decreasing journey-to-work times. State and local authorities involved in the route selection process may 

well be predominantly concerned with efficient network operation and the construction and maintenance costs of 

alternative routes. 

In addition, development projects involve considerable uncertainty. For example, in the route alignment context, 

uncertainty commonly surrounds the likely magnitude and spatial and temporal extent of impacts, the values of interest 

groups and stakeholders, etc. Uncertainty arises from a variety of sources, including inadequate knowledge of physical 

systems and human values, limited data availability, inherent randomness, vague and imprecise measurement, etc. 

Increasingly, sustainability-oriented project appraisal is gaining acceptance [1,2]. Sustainable development is that 'which 

meets the needs of the present without compromising the ability of future generations to meet their own needs' [3]. Though 

this broad definition is appealing, operationalisation of the concept of sustainable development and its incorporation into 

project appraisal is far from easy, though some progress has been made in this direction [2,4]. However, assessment of the 

effects of projects on ecological systems and natural resources plays a pivotal role in sustainabilty-oriented project 

appraisal. 

The ex ante appraisal of physical development projects and discrimination between them presents difficult problems for 

planners, engineers, and decision-makers. Numerous formal methods have been developed for project appraisal where 
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projects are characterised in terms of multiple environmental factors or impacts (for example, [5,6,7,8]). Some of these 

methods have attempted to explicitly acknowledge the uncertainty inherent in project appraisal, though uncertainty has 

been commonly characterised in statistical terms [6,7] . Recently, however, methods based on fuzzy sets and fuzzy logic 

have been proposed which also explicitly acknowledge uncertainty and imprecision, though characterised non-statistically. 

Fuzzy methods facilitate qualitative or soft expressions of project performance, for example, 'moderate' wildlife impact or 

'high' cost. Smith [9] examined some applications of discrete fuzzy sets in the context of environmental project appraisal 

and presented one such approach based on fuzzy numbers [9, 10]. 

This paper presents a method of project appraisal involving multiple conditional propositions or implications where 

antecedents are environmental impacts or factors and the consequent is a measure of satisfaction associated with those 

impacts or factors. The method is based on aspects of fuzzy logic and approximate reasoning both of which are based on 

fuzzy sets. 

2 Fuzzy sets 
A fuzzy set is a set with unsharp or ill-defined boundaries. A fuzzy set A in a set X (a collection of objects, universe of 

discourse or base set, denoted generically by x) is characterised by a membership function, A(x), that assumes values in 

the [0,1] interval (membership space) [11,12]. A simplified representation of a fuzzy set A when X is finite is A= I:A(x)lx 

where the sigma notation indicates .union rather than sum. The term fuzzy subset has been advanced as more appropriate 

since the reference set, X, will not be fuzzy [13]. Classical or crisp sets assume values in the membership space {0,1 }. 

A primary application of fuzzy subsets is to convey the meaning of a concept, for example, the concept 'cold' as a fuzzy 

subset of the set of temperatures [14]. Fuzzy subsets may be used to represent linguistic values. Given a variable V, such 

as income, let X be the set of values that V can assume (universe of discourse). Often, only an imprecise value for V is 

available such as, for example, 'low' income, or 'about $25,000'. For example, in a universe of discourse X= {$10000, 

$15000, $20000, $25000, $30000, $35000, $40000}, the linguistic value 'low' (income) may be represented by the fuzzy 

subset low= { 1.0110000,0.85115000, 0.75120000,0.50125000, 0.40130000,0.30135000, 0.10140000}. 

Certain operations may be carried out to aggregate fuzzy subsets [11 ,12,13,14]. If A and B are two fuzzy subsets defined 

on base set X, then the intersection (conjunction) , C =An B, of A and B is defined as the largest fuzzy subset contained 

in both A and B. The membership function of xEC is given as C(x) = A(x) 1\ B(x) where a 1\ b = min[a, b]. The union 

(disjunction), D =A u B, of A and B is defined as the fuzzy subset containing both A and B. The membership function of 

xED is given as D(x) = A(x) V B(x) where a V b = max[a, b] . The complement or negation of a fuzzy subset A, Ac or 'A, 

is a set with membership values 1 - A(x). The intersection and union operations assume that A and B are defined on the 

same base set. 

Given two base sets, X and Y, let A be a fuzzy subset of X. The cylindric (or cylindrical) extension of A to X x Y 
A A 

(denoted A) is defined as a fuzzy subset of X x Y such that A(x,y) = A(x) [14]. Further, if B is a fuzzy subset defined on 
A A A 

Y, then the intersection of A and B is C = A n B and C(x,y) = A(x) 1\ B(y), where B(x,y) = B(y). Afuzzy relation is a 

fuzzy subset defined on the Cartesian product of base sets [14]. The fuzzy relation, R, defined on X x Y has membership 
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function, R(x,y), representing the degree to which xEX, yEY belong toR. The cylindric extension, A above, is a relation 

defined on X x Y. 

The implication operation, 'if A then B' or A~B in fuzzy set theory is defined in a variety of ways [15,16], for example, R 

=A-B=R=A n B =AxB,R(x,y)=A(x)f\B(y)[17];R=A-B=...,A Ell B =...,AxYeXxB,where•A= 
A 

..,A x Y and B =X x B, Ell denotes the bounded sum (aeb = min{ 1, a+b}) and R(x,y) = 1 f\ (1- A(x) + B(y)); and 

R =A-B= (.,A x Y) u (X x B) and R(x,y) = (1- A(x)) V B(y). 

The point value of a fuzzy subset A= L,A(x)lx is given by 

1 arrux 
R:A) = - J :M(Ax)da 

arrnx 
0 

where etmax is the maximum grade of membership of A and Aa. is the alpha level set of A. An alpha level set is a crisp set 

Aa. = {xiA(x) ~et} [18,19]. M(Aa.) is the mean value of Aa.. The point value 'defuzzifies' the fuzzy subset A. For example, 

let X= { 1, 2, 3} and let A= { 1.011, 0.712, 0.113} be a fuzzy subset of X. Then for 0 <et!> 0.1, Aa. = { 1, 2, 3}, M(Aa.) = 6/3 

= 2. For 0.1 <et~ 0.7, Aa. = { 1, 2}, M(Aa) = 3/2 = 1.5 and for 0.7 <et~ 1.0, Aa = { 1} and M(Aa) = 111 = 1. Then, since 

etmux = 1, 

F(A) 
0.1 

= J2da + 
0 

0.7 
J 3/2da + 

0.1 

1 

J1da 

0.7 

= 2(0.1) + (3 I 2)(0.6) + 1(0.3) = 1.4 

Thus F(A) = 1.4 is the point value of fuzzy subset A. 

3 Fuzzy logic and approximate reasoning 
Fuzzy logic [20,21 ,22,23] relaxes the requirement of classical logic for propositions to be absolutely 'true' or absolutely 

'false'. Truth values are expressed as the values of a linguistic variable 'truth' which may assume linguistic values such as 

'true', 'false', 'not true', 'very true', etc. The base set of the linguistic variable 'truth' is the unit interval [21]. Fuzzy logic is 

the logic of approximate reasoning and holds the same relationship to approximate reasoning as does classical, two-valued 

logic to precise reasoning. Fuzzy logic allows inferences even though the predicates that are supposed to be satisfied are 

only approximately satisfied. Approximate reasoning is the process or processes by which a possible imprecise conclusion 

is deduced from a collection of imprecise premises [21]. A commonly used approach to inference in approximate 

reasoning is the compositional rule of inference (CRI) [14,23,24]. 

In traditional logic, one of the most important inference rules is modus ponens, that is 
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PREMISE 
IMPLICATION 

CONCLUSION 

A is true 
If A then B 

B is true 

25 

Here A and B are crisply defined propositions. Fuzzy propositions may be constructed using fuzzy subsets and their 

introduction into modus ponens yields generalised modus ponens (GMP). Let A, A0, B, B0 be fuzzy subsets. Then GMP is 

as follows 

PREMISE 
IMPLICATION 

CONCLUSION 

VisAo 
If V is A then U is B 

U isBo 

Here V and U are linguistic variables which assume linguistic values represented by fuzzy subsets (A, A0 for V, and B, Bo 

for U). In order to perform the above GMP, inference is based on a fuzzy implication and the CRI. A fuzzy implication or 

conditional proposition ('If V is A then U is B') is represented as A-B, where A is a fuzzy subset of X and B is a fuzzy 

subset of Y, and defined by a fuzzy relation R, a fuzzy subset of the Cartesian product X x Y. A fuzzy relation may be 

represented by a matrix. One of the most common forms of implication is based on the minimum operator, R(x,y) = A(x) 1\ 

B(y), xEX, yEY. Other implications are, for example, the boolean implication, R(x,y) = (I - A(x)) V B(y) and the 

arithmetic rule, R(x,y) = 1 1\ (1 - A(x) + B(y)) [11]. The implication based on the minimum operator does not yield the 

implication of traditional propositionallogic when A(x), B(y)E { 0, I}, as does, for example, the boolean implication and the 

arithmetic rule. 

If R is a fuzzy relation from X to Y, and A0 is a fuzzy subset of X and Bo is a fuzzy subset of Y, then B0 = A0 o R. In order 

to interpret GMP, the CRI is used. The most commonly used method is the max-min composition in which B0 is computed 

by the max-min product of Ao and R, that is, B0(y) = maxxEX min(A0(x),R(x,y)). If A is a normal fuzzy subset (that is, there 

exists at least one point xEX such that A(x) = 1), then when R =A-B is represented as R =A n B =A x B, R(x,y) = 

A(x) 1\ B(y) and A0 =A, observe that Bo = Ao o (A-B)= B as an exact identity. However, if other forms of implication are 

used (e.g. the arithmetic rule) then it is often the case that B0 = A0 o (A-B) * B; that is, the resultant fuzzy subset, B0, is 

not exactly B [25]. 

A more general situation involving two antecedents is 'If V 1 is A1 and V2 is A2 then U is B' where A~o A2, and Bare fuzzy 
A A 

subsets of Xt. X2, and Y, respectively. Then A= At n A 2 is defined on X= X1 x X2 and the implication R =A-B is the 

fuzzy relation from X to Y. At. A2 are the cylindric extensions of At. A2, respectively. Given 'V1 is A01 and V2 is A02', 

where Aot and Ao:~. are fuzzy subsets of X 1 and X2, respectively, then the conclusion is B0 = A0 oR, where B0 is a fuzzy 

subset of Y and A0 =Aot nA02. Note that it is also possible to combine propositions disjunctively as, for example, in 'If 

V1 is At or V2 is A2 then U is B' where At. A2, and Bare fuzzy subsets of X~o X2, and Y, respectively. Then A= At u A 2 

is defined on X = X 1 x X2• 
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4 Multiple input, single output (MISO) systems 
GMP may be extended to systems of m multiple implications or conditional propositions, each with n antecedents, 

expressed as follows 

IfV1 is Au and V2 is Au ... Vn is Atn then U is B1 

also 
IfV1 is Azt and V2 is A22 ... Vn is Azn then U is Bz 

also 

IfV1 is Amt and V2 is Am2 ... Vn is Amn then U is Bm 

where An is a fuzzy subset of X~> A;2 is a fuzzy subset of X2, etc., and B; is a fuzzy subset of Y, and where 'also' is 

interpreted as 'and' or 'or' [26,27]. The conjunction of antecedents is given by An n A;2 n ... n A;n defined on X1 x X2 x 

... x X0 • Given 'V1 is Ao1 and V2 is Aoz and ... and Yn is Aon' such systems of conditional implications each with multiple 

antecedents and a single consequent are referred to in the fuzzy logic control context as multiple input, single output 

(MISO) systems [27]. 

Propositions, of generic form 'V is A', may be weighted to reflect their relative importance. For example, for conjunctions, 

A w = (1-w) V A, A w(x) = (1-w) V A(x), and for disjunctions Aw = w A A, Aw(x) = w A A(x) [28]. Thus for conjunctions, 

when w = 0, A0(x) = 1 and A is neutral, and when w = 1, A1(x) = A(x) and the weight has no effect. For disjunctions, when 

w = 0, A0(x) = 0 and A is neutral, and when w = 1, A1(x) = A(x) and the weight has no effect. 

In the MISO system, if each Xi (j=1 , ... ,n) has cardinality (number of elements) g, then X = X1 x X2 x ... x Xn has 

cardinality g". Further, if Y has cardinality h, then R has cardinality g"h. For example if Y and each base set Xi have 10 

elements, then for n = 5, X has g" = 105 elements and R defined on X x Y has g"h = 106 elements. Thus when each 

linguistic variable Vi is defined on a different base set, the computational demands of the MISO system can be excessive. 

5 Example of the CRI method 
Consider the appraisal of low-cost, non-capital-intensive transportation projects assessed against three factors G1 

(congestion measured as volume/capacity ratio), G2, (peak hour bus speed measured in miles per hour), and G3 (air 

pollution measured in parts per million of carbon monoxide). This example is derived from a data set given by Kuner [29]. 

For simplicity of calculation, let the conditional propositions (or fragments of information [18]) be as follows 

d1: lfV1 is low and V2 is high then U is satisfactory. 

d2 : If V 1 is low and V 2 is high and V 3 is very _low then U is very _satisfactory. 

d3: lfV1 is not_low then U is unsatisfactory. 

Here, d; (i=1,2,3) denote the conditional propositions referred to as fragments of imprecise information [18]. V~o V2, and V3 

represent linguistic variables associated with factors Gb G2, and G3, respectively. Note that not all conditional propositions 

contain all factors. The values assumed by these linguistic variables are represented by fuzzy subsets. Let the base sets be 
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as follows X1 = {0.5, 0.75, 1.0}, X2 = {5, 10, 15}, and X3 = {7, 8, 9} for factors G" G2 and G3, respectively. Let fuzzy 

subsets of X1, X2, and X3, respectively be defined as low= { 1.010.5, 0.510.75, 0.111.0} for congestion, high= {0.115, 0.5110, 

1.0115} for bus speed, and low = { 1.017, 0.518, 0.119} for air pollution. Then fuzzy subsets are defined as not_low = 

{0.010.5, 0.510.75, 0.911.0} for congestion and very_low = { 1.017, 0.2518, 0.0119} for air pollution. 

Let Y = {0.0, 0.1, ... , 1.0} be the base set for satisfaction and let satisfactory be· defined as satisfactory = 
{satisfactory(y)ly} where satisfactory(y) = y, yEY. Very_satisfactory is defined as fuzzy subset satisfactory2 = 

{ satisfactory(y)21y} and unsatisfactory as •satisfactory = { (1 - satisfactory(y))ly} (see Figure 1 but note that the base set 

is {0, 0.1, ... , 1.0} and not the interval [0,1]). 

Figure 1 Linguistic Values of 'Satisfaction' 

0.8 

Satisfaction -.. --e-... S•tldactnry .. 0.6 ... -B- V ny S•li•f•ctory 
~ -e- ... airly Satidadory :a 
"' -9- UnliMlisfactory ... .. 

..c -a- F•irly U ns.th11factory 

8 0.4 
~ Purect .. 

~ 

0.2 

0.0 0.2 0.4 0.6 0.8 1.0 
Satisfaction 

Then 'd;: If V is A; then U is B;' is a fuzzy implicational proposition which is translated into a fuzzy subset R; of X x Y, 

where X= X1 x X2 x X3 and R;(x,y) = (I - A;(x)) V B;(y). Also, A; = An n Ail nA;J. If a factor Gi is excluded from d; (as, 

for example, G3 in d1 and, G2 and G3 in d3), then A;j = { l.Oixi" l.Oixi2 , l.Oixil} where Xi= { xilt xi2, xil}. 

Conditional propositions are combined as R = R1 n R2 n R3 defined on X x Y where R(x,y) = /\i=l.2•3 R;(x,y). R (which is of 

dimension 27x11) is shown in Table 1. 
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0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0 Ao 

1 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 1.00 0.10 

2 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 1.00 0.10 

3 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 1.00 0.01 

4 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.64 0.81 1.00 0.50 

5 0.50 0.50 0.50 0.50 0.50 0.50 0.60 0.70 0.75 0.81 1.00 0.25. 

6 0.50 0.50 0.50 0.50 0.50 0.50 0.60 0.70 0.80 0.90 1.00 0.01 

7 0.00 0.01 0.04 0.09 0.16 0.25 0.36 0.49 0.64 0.81 1.00 LOO 

8 0.00 0.10 0.20 0.30 0.40 0.50 0.60 0.70 0.75 0.81 1.00 0.25 

9 0.00 0.10 0.20 0.30 0.40 0.50 0.60 0.70 0.80 0.90 1.00 0.01 

10 0.90 0.90 0.80 0.70 0.60 0.50 0.50 0.50 0.50 0.50 0.50 0.10 

11 0.90 0.90 0.80 0.70 0.60 0.50 0.50 0.50 0.50 0.50 0.50 O.lO 

12 0.90 0.90 0.80 0.70 0.60 0.50 0.50 0.50 0.50 0.50 0.50 0.01 

13 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 

14 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.25 

15 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.01 

16 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 

17 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.25 

18 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.50 0.01 

19 0.90 0.90 0.80 0.70 '0.60 0.50 0.40 0.30 0.20 0.10 0.10 0. 10 

20 0.90 0.90 0.80 0.70 0.60 0.50 0.40 0.30 0.20 0.10 0.10 0.10 

21 0.90 0.90 0.80 0.70 0.60 0.50 0.40 0.30 0.20 0.10 0.10 0.01 

22 0.90 0.90 0.80 0.70 0.60 0.50 0.40 0.30 0.20 0.10 0.10 0.10 

23 0.90 0.90 0.80 0.70 0.60 0.50 0.40 0.30 0.20 0.10 0.10 0.10 

24 0.90 0.90 0.80 0.70 0.60 0.50 0.40 0.30 0.20 0.10 0.10 0.01 

25 0.90 0.90 0.80 0.70 0.60 0.50 0.40 0.30 0.20 0.10 0.10 0.10 

26 0.90 0.90 0.80 0.70 0.60 0.50 0.40 0.30 0.20 0.10 0.10 0.10 

27 0.90 0.90 0.80 0.70 0.60 0.50 0.40 0.30 0.20 0.10 0.10 0.01 

Table 1 R = R1 n R2 n R3 and A0 (right column) 

For a given project, the factors 0~. 0 2, 0 3 are expressed as 'V1 is Aot and V2 is Aoz and V3 is Ao3' where Aoj is a fuzzy 
A A A 

subset of Xj (j=1,2,3) indicating the performance of each project with respect to Oj. Thus A0 = A 01 n Aoz nAo3 
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(whereAoJ is the cylindric extension of AoJ) is a fuzzy subset of X. If the project is expressed as 'V1 is low and V2 is high 

and V3 is very_low' (see Table 1 -Column A0), then the satisfaction associated with the project is determined by the CRI, 

B0 = A0 oR, where B0(y) = maxxEx[Ao(x) 1\ R(x,y)] . In this case B0 = {0.510.0, 0.510.1, 0.510.2, 0.510.3, 0.510.4, 0.510.5, 

0.510.6, 0.510.7, 0.6410.8, 0.8110.9, 1.011.0}. This fuzzy subset is close to but not identical to very_satisfactory as indicated 

by fragment d2. The point value ofB0 is 0.7275 compared to the point value ofvery_satisfactory, 0.8575. IfV1 is not_low 

(implying that V2 and V3 are anything), then B0 = {0.910.0, 0.910.1, 0.810.2, 0.710.3, 0.610.4, 0.510.5, 0.510.6, 0.510.7, 0.510.8, 

0.510.9, 0.511.0}. This fuzzy subset is close to but not identical to unsatisfactory as indicated by fragment d3. The point 

value of Bo is then 0.3333, while the point value of unsatisfactory is 0.2250. 

6 Alternative methods 
One approach to overcoming the dimensionality of the resulting set X has been given in [27,30]. If 'also' is interpreted as 

'or', and each implication (represented by a fuzzy relation R1 (i = 1, ... ,m) between A1 (= ni=l,n A;j) and B1) is such that RiCx,y) 

= A;(x) 1\ B;(y) (xEX =XI X x2 X ••• X Xn, yEY) then Bo may be also represented as Bo = Uj=J ,m[nj=l.n(Aoj 0 R;j)} where R;j 

is a relation formed from the ith multiple conditional proposition by splitting it into n primitive conditional propositions of 

the form 'If Vi is A;J then U is B;'. Thus R;J is a relation between Au, a fuzzy subset of Xi and B;, a fuzzy subset of Y and 

Rij(xi,y) = A;j(xj) 1\ B;(y), xiEXi, yEY. Thus only mn sets of calculations are required. 

A simplification of the CRI given by Yager [18], essentially requires that X= {xi} be a single point and Y = { Yt. y2, ... , Yh} 

in which case 'If V is A then U is B' may be represented as, for example, R(x 1,y) = (1- A(xJ)) V B(y) or R(xt.y) = 1/\ (1-

A(x1) + B(y)), yEY, a one-dimensional relation. Given 'V is A0', then infer B0, where Bo(Y) = maxxex min(Ao(x1),R(x1,y)). 

Further, if Ao = {llxd, then B0(y) = maxxexmin(l, R(xhy)) = R(xhy). The consequent fuzzy subset Bo = {B0(y)ly} simply 

reveals the relation between A(x1) and B(y), yEY. A similar result is obtained in the case of multiple antecedents. Thus a 

common base set X1 = X2 = ... = Xn = { x1 } yields a relation R of dimension 1 x h where his the cardinality of Y. 

The approximate analogical reasoning (ARR) method is an alternative to the CRI and involves less computation [31]. The 

AAR method uses a similarity measure of fuzzy subsets, a threshold and a modification function. The basic idea is to 

modify the consequent of a given conditional proposition or rule ('If V is A then U is B') according to the closeness of the 

premise (observation, fact), A0, to the antecedent (pattern) of the proposition, A, ~ = SM(A0,A). SM is some similarity 

measure, defined as SM = (1 + DMr1
, where DM is a distance measure in the range [O,oo] [31]. If Ao and A are similar 

enough (relative to some threshold, ~0), the rule is 'fired' and the consequent Bo deduced as, for example, B0 = ~*B 
(modification function). 

A particular form of ARR has been given [32]. For example, consider the GMP 

PREMISE 
IMPLICATION 

CONCLUSION 

VisAo 
If V is A then U is B 

UisBo 

where A, A0 are fuzzy subsets of X and B, Bo are fuzzy subsets of Y. Let A= {A(xJ), A(x2), ... , A(xg)} and Ao = {Ao(x1), 
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Ao(xz), ... , Ao(xg)} be vectors of the membership grades of X = { x., x2, ... , xg} in A and A0, respectively. Then, let S(Ao,_A) 

be a measure of the similarity of fuzzy subsets A0 and A where S(.8,0,.8,) = (Ao. Afmax(,A0 . .8,0, ,A . .8,). Note that 0 s; S(Ao,_A) 

s: 1 and S(Ao,A) = 1 when Ao and A are identical. Further properties of S(.,.) are given elsewhere [32,33]. Let S(Ao,A) = ~. 

Then Bo(YJ = ~*B(y;), that is, Bo = {Bo(Yt)ly., Bo(Yz)ly2, ... , Bo(Yh)lyh} = ~*B = { ~*B(yt)ly., ~*B(y2)1y2 , ... , ~*B(yh)lyh} 

where his the cardinality of Y. Obviously, if A0 and A are identical fuzzy subsets (i.e. A0 =A), then S(Ao,_A) = ~ = 1, and 

B0 and B are identical. Note that a threshold level of similarity is not used here. 

7 Approximate analogical reasoning (AAR) method 

The AAR method also facilitates the use of fuzzy performances in MISO system project appraisal without concomitant 

computational effort. Consider the set of m conditional propositions each with n antecedents given in the MISO system 

above. Given 'V1 is A01 and V2 is A02 ... V. is Aon'· where Aoi is a fuzzy subset of Xi U=l, ... ,n) and B1 (i=1, ... ,m), a fuzzy 

subset of Y, let Aoi = {Aoj(x1), At>j(x2), ... , At>i(xg)} and ,A;i = {A;j(Xt). Aii(x2), ... , A;i(xg)}. Further, let ~ii = S(Aoi, Aii) 

(i=l, .. . ,m; j=1, ... ,n) be a measure of the similarity of fuzzy subsets A0i and A;j and let ~; = mini=t.n{~ij}. Then Bo; = 

{Bo;(y 1 )1Y~o Bu;(y2)1y2, ... , Bm(Yh)lyh} = { ~;*B;(y 1 )1y~o ~;*B;(Y2)1yz, ... , ~;*B;(yh)lyh}, where Bo; is a fuzzy subset of Y. The 

conclusion is B0 = u1=t,mB01 • Again, factors may be excluded from particular conditional propositions. 

Weights {0 s; wi s; n, L=1 •• wi = n) may be introduced on the matching function for each ~ii as ~iiwj and~;= mini=t.n{~1tj} . 

Since 0 s; ~ii s 1, ~;tj s: ~~i if wi > 1, and ~;tj is more influential in selecting the minimum. Otherwise, if wi < 1, ~~n ~ ~ii 

and ~1tj is less influential in selecting the minimum. When factor Gi is excluded from the ith multiple conditional 

proposition, the matching function is set as ~ii = 1. Therefore, ~~n = 1 has no influence in mini=t,n{~iiwj} . Weights, wi, 

reflect the importance associated with matching A0i and Au. 

8 Example of AAR method 

Let Y = {0.0, 0.1, ... , 1.0} and let satisfactory be defined as satisfactory(y) = y, yEY as above. Then very_satisfactory = 

{ satisfactory(y/ly} and fairly _unsatisfactory = { (1 - satisfactory(y))1121y}. Perfect is defined as fuzzy subset P = 

{ OlyE { 0.0, 0.1 , ... ,0.9} + { 111.0}. These fuzzy subsets are illustrated in Figure 1. 

Let fuzzy performance be defined on a base set X= {0.0, 0.1, ... , 1.0} and let primary linguistic values be as follows 

high = H = {H(x)lx} 

where H(x) = (x- 0.3)/0.7 X= 0.3, 0.5, ... ,1.0 

= 0, otherwise. 

low = L = {L(x)lx} 

where L(x) = (0.7 - x)/0.7 X= 0.0, 0.1, ... ,0.7 

= 0, otherwise. 
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Further, let very_higb =VU= {H(x)21x}, very_low = VL = {L(x)21x}, not_low = NL = {(1- L{x))lx}, fairly_low = FL = 

{L(x)1121x}, and fairly_bigh = FU = {H(x)1121x}. These fuzzy subsets are illustrated in Figure 2. 

Figure 2 Linguistic Values of 'Performance' 

0.8 

Perform a nee 

o; -f- High 
;.. 

~ ... 0.6 Low 
...;j 

=- ~ Not Hlc;h 

:a -e-- Nut Luw 

"' ... -+- Very High ... 
,.Cl 

-M-a 0.4 Very Low ... -f- Jo~airJy High 
~ 

~ t~airly Luw 

-----*-- Nut l''•lrly High 

0.2 -$-- N nt F•hly Low 

---*""- Not Very Hi~th _..._ 
Not Very Luw 

0.0 0.2 0.4 0.6 0.8 1.0 
Performance 

Consider the set of factors/impacts G1 (travel-time savings), G2 (social dislocation), G3 (noise impact), G4 (flora/fauna 

impact), G5 (water quality impact) and G6 (capital cost) and let the conditional propositions or fragments of information be 

d1: IfV1 is very_high and V2 is low and V3 is low and V4 is low and Vs is low and V6 is fairly_low 

then U = very _satisfactory 

d2: IfV1 is very_high and V2 is very_low and V3 is very_low and V4 is very_low and V5 is very_low 

and V 6 is very _low then U is perfect 

d3: IfV1 is high and V2 is low and V3 is low and V4 is low and Vs is fairly_low and V6 is fairly_low 

then U is satisfactory 

d4: If V 1 is not_fairly _high and V 2 is not_low and V 6 is not_fairly _low 

then U = fairly _unsatisfactory 

Again, d; (i=1,2,3,4) denote the conditional propositions or fragments. V 1 - V6 denote linguistic variables associated with 

factors/impacts G1 - G6, respectively. The values assumed by these linguistic variables are represented by fuzzy subsets. 

Given a project emphasising engineering/economic factors (denoted Peng) defined as {VU, VU, VU, U, U, VL} for {V~o 

V2, V3, V4, Vs, V6 } (i.e. very high travel-time saved, very high social dislocation, etc.) (see Figure 3), then for fragment d~o 

S(VH,VH) = 1, S(VH,1) = 0.02, S(!!,1) = 0.071 and S(VL, FL) = 0.632, where VH denotes a vector of membership grades 

of VU, etc. 
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Figure 3 Performance of 'Engineering project' 
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Thus for fragment d~, ~1 = min{ I, 0.02, 0.02, 0.071 , 0.071, 0.632) = 0.02. Then B01 = g;*B;(O.O)IO.O, ~;*BlO. l ) IO . l , ... , 

~;*B ;( l.O)Il.O}, where B0 is a fuzzy subset of Y = {0.0, 0.1, ... , 1.0}. For ~ 1 *very_satisfactory = 0.02*very_satisfactory = 

(0.00010.0, 0.00010.1, 0.00110.2, 0.00210.3, 0.00310.4, 0.00510.5, 0.00710.6, 0.01010.7, 0.01310.8, 0.01710.9, 0.02011.0} . The 

matching coefficients are shown in Table 2 and B01 (i=l,2,3,4) together with B0 = u;=t.4 Bo; in Table 3. The point value of 

Bo is 0.312. 

G, G2 G3 G4 Gs G6 Mill 

d, 1.000 0.020 0.020 0.071 0.071 0.632 0.020 

a2 1.000 0.007 0.007 0.020 0.020 1.000 0.007 

~3 0.800 0.020 0.020 0.071 0.102 0.632 O.Q20 

«4 0.142 0.478 * * * 0.142 0.142 

Table 2 Matching Coefficients For Peng 

y o.o· 0:1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0 

Boi 0.00 0.00 0.00 0.00 0.00 0.01 0.01 0.01 0.01 0.02 0.02 

Bo2 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.01 

BoJ 0.00 0.00 0.00 0.01 0.01 0.01 0.01 0.01 0.02 0.02 0.02 

Ba.t 0.14 0.13 0.13 0.12 0.11 0.10 0.09 0.08 0.06 0.04 0.00 

Bo 0.14 0.13 0.13 0.12 0.11 0.10 0.09 0.08 0.06 0.04 0.02 

Table 3 B01 (i=1,2,3,4) and Bo = u;=1,4 B01 For Peng 
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Given a more environmentally sensitive project (denoted Penv) defined as {FL, VL, VL, L, VL, FH} for {Vh V2, V3, V4, 

V5, V6 } (i.e. fairly low travel-time saved, very low social dislocation, etc.) (see Figure 4) then for fragment dt. S(f1,VH) = 

0.032, S(Yb,1) = 0.8, S(L,L) = 1 and S(fH,FL) = 0.195 . 

Figure 4 Performance of 'Environmental Project' 
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Thus for fragment dt. ~ 1 = min{0.032, 0.8, 0.8, 1, 0.8, 0.195) = 0.032 and then B01 = {~;*B;(O.O)IO.O, ~;*B;(0.1)10.1, ... , 

~;*B;(l.O)Il.O}. Then ~ 1 *very_satisfactory = 0.032*very_satisfactory is {0.0010.0, 0.0010.1, 0.00110.2, 0.00310.3, 

0.00510.4, 0.00810.5, 0.01110.6, 0.01510.7, 0.02010.8, 0.02610.9, 0.03211.0}. The matching coefficients are shown in Table 4 

and B01 (i=1,2,3,4) together with Bo = u;=1,4 Bm in Table 5. The point value of Bo is 0.514. Thus the Penv is preferable to 

G• G? ~ G, Gs G11 M in 

d, 0.032 0.800 0.800 1.000 0.800 0.195 0.03~ 

d2 0.032 1.000 1.000 0.800 1.000 0.032 0.0.32 

dJ 0.102 0.800 0.800 1.000 0.632 0.195 0.102 

d. 0.696 0.098 ... ... * 0.696 O.Q98 

Table 4 Matching Coefficients For Penv 
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r 0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0 

801 0.00 0.00 0.00 0.00 0.01 0.01 0.01 0.02 0.02 0.03 0.03 

Dol 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.03 

Doa 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09 0.10 

804 0.10 0.09 0.09 0.08 0.08 0.07 0.06 0.05 0.04 0.03 0.00 

Bo 0.10 0.09 0.09 0.08- 0.08 0.07 0.06 0.07 0.08 0.09 0.10 

Table 5 Bo; (i=1,2,3,4) and Bo = Ui=l,4 Bo; For p env 

When differential weights are introduced, the 'aggregate worth' of projects changes. For example, consider the weights 

Weng/econ = { Wl> W2, W3, W4, Ws, W6} = {2.0, 0.5, 0.5, 0.5, 0.5, 2.0} emphasising non-environmental or engineering/economic 

factors (travel-time savings, capital cost) at the expense of environmental impacts and wenv = { wl> w2, w3, w4, w5, w6 } = 

{ 0.5, 1.25, 1.25, 1.25, 1.25, 0.5} emphasising environmental impacts at the expense of engineering/economic factors . In the 

former case, for Pens• F(B0) = 0.7662, and for Penv• F(B0) = 0.3069; that is Peng• the least environmentally sensitive project is 

'best'. In the latter case, for Peng• F(Bo) = 0.3073, and for Penvo F(Bo) = 0.7633; that is, Ph the most environmentally sensitive 

project is 'best'. Again, these weights are extreme but illustrate the possibilities. 

9 Conclusion 
Simple applications of fuzzy logic-based methods of project appraisal where projects are characterised in terms of multiple 

factors/impacts have been given. These methods facilitate the incorporation of fragments of imprecise information 

(implications) involving some or all of the factors as antecedents and a level of satisfaction as a consequent. 

The approximate analogical reasoning method involves less computational effort than the CRI involving multiple 

antecedents defined on different base sets. In the AAR method linguistic values of the linguistic variable 'performance' are 

expressed in terms of fuzzy subsets. Weights may be introduced to reflect the differential importance associated with 

matching antecedents and premises. 

The method provides a flexible framework in which to include soft impacts or factors associated with the appraisal of 

physical development projects. However, it is clear that much further exploration of fuzzy logic-based methods of project 

appraisal is warranted. For example, the definition of fuzzy subsets used to represent linguistic values of 'performance' and 

'satisfaction', the most appropriate similarity measure or matching function, the form of connectives across antecedents and 

in aggregating rules, and the need to combine both soft and hard (quantitative) factors/impacts, demand further study and 

practical application. 
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Abstract 

Genetic Algorithms have been used for a diverse range of applications. This paper investigates using them to evolve hash 
functions for dynamic data based on a sample set of the data to be hashed. This led to breaking the genetic algorithm's 
chromosomes into discrete modules which could be switched on and off, and using a two-state evaluator to evolve the 
solutions. 

1 Introduction 

There are essentially two categories of hashing -
Perfect and Imperfect. Perfect hashing is used when the 
data to be hashed is static. Algorithms have been 
developed to generate collision free hash functions for 
these situations. This has been taken one step further with 
minimal perfect hash functions which use exactly the same 
number of buckets as items to be hashed; 

On the other hand, when the data that is being 
hashed is dynamic, and may not even be known at point of 
coding, the choice of hash function is very important. 
McKenzie, Harries and Bell [4] investigated several hash 
functions used for commercial applications and found 
many of them sadly lacking. Generally the standard choice 
of hash function is based on those prescribed by Donald. E. 
Knuth [2]. 

These are of the style: 

ho = 0; h1 = kh;.J + C; 

H= hnMODN 
for 1 ~i ~ n 

Where k is some arbitrary integer, n is the size of 
the key, H is the final hash value, and N is the size of the 
hash table. They concluded that this type of hash function 
does work well with careful selection of k & N. 

There have been two recent developments of note 
for imperfect hashing: Universal Hash Functions and 
General Hash Functions. Universal Hashing was developed 
by J.L. Carter and M.N. Wegman in the late 1970's. 
Mainly used for security purposes the Universal Hash 
Function is designed for biases in the input which would 
cause unequal distribution. It avoids this by randomly 
selecting a function from a entire class of hash functions 
for every execution. Thus, even if by chance one of the 
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chosen hash functions do badly, next time around another 
will be chosen. which will most probably do much better. 

Robert Uzgalis in his paper "Hashing Myths" [6] 
casts serious doubt upon the usefulness of Universal Hash 
Functions (apart from security) and points to general hash 
functions for better performance. General hash functions 
are designed to do well with any data for any size hash 
table. They achieve this by adding noise to the data. usually 
by exclusively-or'ing characters of the key with a table of 
large random numbers which are combined together (again 
using exclusive-or) to build the final value which is then 
modulo'ed to the hash table size. 

This is the starting point for evolving hash 
functions using genetic algorithms. The assumption being 
that some sample data of the type that will be hashed is 
readily available for the genetic algorithm to evolve a hash 
function which is "general" for that type of data. One of the 
issues that is addressed is how representative must the 
sample data be to the final data that is to be hashed? It is 
also assumed that the approximate amount of data that will 
be in the hash table is known, and thus the hash table size 
can be chosen. 

2 Experiment Settings 

The genetic algorithm used is based on David 
Goldberg's definition found in his book "Genetic 
Algorithms: In Search, Optimisation and Machine 
Learning" [1]. The only difference being mutation which, 
rather than being an implicit operation active for crossover 
and reproduction, is a completely separate operation as 
described by John Koza [3]. 
The probabilities for the three operators are: 
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80% 
15% 
5% 

-Crossover 
- Reproduction 
-Mutation 

Crossover is 2 point. The population size is 2000 
and all experiments are set to run for 100 generations. 

' The Hashing Algorithm used is bucket chaining -
each bucket being a linked list. When probing the hash 
table, a found item is brought to the head of the list. 

The data used was a set of long filenames, some 
examples are: 

IFS_ 00 1/supercomputers/Predict/Predict/Operations 
IFS,:OOl/supercomputers!Predict/Predict!fRANSPARNT 
IFS_ 00 1/supercomputers/Predict/Predict/Operation 
IFS_OOI/supercomputers!Predict/Predict/W ALL-CLOCK 
IFS_ 00 1/supercomputers/Predict/Predict!I'ELLS 

The filenames' subdirectories change 
approximately every 10-20 filenames, so that there is 
change through all characters, but at different times 
through the filename set. 

For all experiments the sample representative data 
is 400 filenames from a total of 2000. The 400 was 
extracted by taking every fifth. (Note: various other 
experiments used different strategies for selecting the 
sample data, such as randomly, with similar results) 

To provide a benchmark to measure the evolved 
hash functions, the same data has been hashed by a general 
hash function called "PKP Hash" by Peter.K.Pearson [5] 
that is specifically designed for text strings. 

3 Chromosome Structure 

One of the problems with genetic algorithms is 
that they use static length chromosomes. Although this is 
fine for parameterisation problems, it doesn't lend itself 
easily to hash functions. To overcome this the hash 
function is constructed of simple discrete math expressions. 
A "result" variable is the accumulator for these operations. 
Each expression transforming the result variable using 
either: characters from the key that is being hashed, the 
length of the Key, or a constant. Thus the skeletal code for 
the function is: 

unsigned long 
hash( char Key[], int Keylength, int table_size) 
{ 
register unsigned long Result = <initialisation constant>; 

Result := Math Express/ono; 
Result := Math Expression1; 

Result := Math Expresslonn; 

retum(labs(Result)% table_size); 
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The final operation forces the returned result to be 
positive and limited to the table size so that a legal bucket 
number is always returned. 

As shown in Figure I it is now a matter of 
structuring the chromosome to contain the initialisation 
constant and the math expressions: 

Initialisation Constant Math Exen I Math Expr n I 

Figure 1: Chromosome Structure 

This still has the problem that the number of math 
expressions in the hash function are static. This would 
stifle the genetic algorithm in finding good hash functions 
by limiting its search to a small subset - those hash 
functions containing exactly n math expressions. Of course 
many of them would be redundant. For example, 
multiplying or dividing the result variable by 1, 
adding/subtracting zero, etc. 

To facilitate a more flexible system an "active" 
flag is built into each mathematical expression. This flag 
dictates whether the math expression should be skipped or 
not. In essence this forces a maximum number of math 
expressions but not a minimum. 

The Math Expression structure allows a wide 
range of operations to be pedormed on the Result variable. 
For example: 

Result = Result * Keylength 
Result= Result % Key[O]; 
Result= Result AND Key[Keylength- 5]; 

These expressions strung together encased in the 
skeletal code above make up the final hash function. 

Figure 2 is the structure of the math expression, .It 
is made up of a control byte (which is broken up into a 
active flag, a parameter type, and a math operator) and a 
32bit parameter.The purpose of the 32bit parameter varies 
depending on the Parameter Type. If, for example the 
parameter type is Key Indexed Backwards then the 
parameter becomes the index number. (In the last 
expression in the example above it would be 5). On the 
other hand, if the Parameter Type is Integer Constant then 
the parameter simply reflects the actual 32bit integer. In the 
case of the parameter acting as an index it becomes 
unsigned and is moduloed to the Key length if its value is 
greater than the length of the key to stop out of bounds 
accesses. 

Math Operations 5 through to 10 are all boo lean 
bitwise operations. The last two (left and right shift) shifts 
the bits in the Result variable left or right. The 32bit 
parameter has all but its lower 5 bits masked out to force 
the number of bit shifts to be less than 32. 
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Control Byte Control Bvte: 
1 bit - active (True I False) Parameter (32bitsl r-2 bits -parameter type 
4 bits - math operator -

t r 
Parameter T:t£le: Math O!:!grator: 

0: Integer Constant 0: addition 
1: Key Indexed Forwards 1 : subtraction 
2: Key Indexed Backwards 2: multiplication 
3: Keylength 3: division 

4: modulo 
5:and 
6: inclusive or 
7: exclusive or 
8: one's 
complement 
9: left shift 
1 0: right shift 

Figure 2: Math Expression Structure. 

For the experiments performed the maximum 
number of math expressions in a chromosome was set to 
20. 

4 First Attempts 

The first step to producing a good hash function 
for the series of data which the sample data represents, is to 
evolve hash functions which do well with just the sample 
data. The fitness value for each chromosome (hash 
function) will obviously be based on how well that hash 
function performs. 

In their paper 'Selecting a Hashing Algorithm' 
B.J.McKenzie, R Harries and T.Bell [4] state that the 
criteria for a good hash function is: 

(1) the degree to which the algorithm uniformly distributes 
candidate keys over the possible values; 

(2) the speed with which the algorithm executes. 

Dealing with (1), a hash function measurement 
program was designed which extracted the following 
information about the hash function, (any of these 
attributes could then be used as part of the raw fitness 
calculations) : 
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• Shortest Chain 
• Longest Chain 
• Number of Empty Chains 
• Average Chain Length 
• Variance (Standard Deviation") 
• Shortest Distance between two non-empty chains 
• Longest Distance between two non-empty chains 
• Uniformity of Average Distance between two non
empty chains 

Obviously there are many permutations of subsets 
of the above attributes, to base the fitness on. For example: 
decreasing the longest chain and average chain length; or, 
moving the average distance uniformity towards its 
optimum value. These possibilities (and many others) were 
tried and all worked to varying degrees. The major 
difference being the number of generations necessary. It 
was not too difficult to discover that the best choice was, 
rather than having the raw fitness calculated on multiple 
attributes, to simply base it on the variance (the smaller the 
variance the higher the fitness). Using this, all other 
attributes moved towards their optimum values. 

With regard to the issue of speed of the function: 
the set of math operators that is used for selection in a hash 
function are timed beforehand. As a Hash function is 
evaluated a "speed attribute" is calculated which can then 
be used as part of the raw fitness. Interestingly, because of 
the rigid chromosome structure and maximum number of 
math expressions allowed in a hash function, even a 
function evolved without speed as part of the fitness 
calculations is very fast relative to the benchmark, in most 
cases approximately 25 - 40% faster. Also, the size of the 
function is much smaller (on average approximately 10 
math expressions -thus -10 lines ofC code). 

5 Expansion toward the complete 
set of data 

Although evolving hash functions based on the 
sample data for the sample data was straightforward, this 
was not the case when tested with all the data. Figure 3 thru 
to 5 are graphs of example runs based on the fitness criteria 
described in section 4. The y axis for each graph is the 
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bucket variance (the variance of the chain lengths in the 
hash table) for the entire data, the x axis is the generation 
number. 

e 
5 

~ ••• -4~~-~----------------------~ 
o m ro ~ ~ ro ro m ro oo 100 

Generations 

-+- CorrlJ!ele Data ... Sarrple Data 

Figure 3: Example run of the genetic algorithm displaying 
the variance over its generations. 
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Figure 4: Second run of the genetic algorithm 
demonstrating its poor variance for the complete data. 

The benchmark PKP hash function produced a 
variance of 11.35 for the complete data. 

The problem, as can be seen, is that although the 
bucket variance for the sample data is decreasing, the 
bucket variance for the complete data is oscillating 
between fair to very bad values. 
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-+- CorrlJ!ele Data ... Sa'Jlle D!ta 

Figure 5: Graph of a run showing a wildly oscillating 
variance for the complete data. 

However, Figure 4 shows a very different picture 
of evolution, with the general variance trend downwards 
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and the amplitude of the oscillations decreasing. 
Unfortunately this is not a predictable event, or even 
probable event, using this fitness measure. Several runs 
were performed, each telling a different story. The chance 
of completing a run with a relatively low variance was 
quite good, but not probable enough to be acceptable. 

Each of these experiments ran for 100 
generations, and, apart from Figure 4, there is no regularity 
in the graphs. It is quite possible that generation 110 might 
have brought a excellent variance of under 8, but then 
again, it could have increased to 23. 

If the sample data was perfectly representative, 
then a hash function which uniformly distributed the 
samples would also uniformly distribute all the data. Other 
tests were performed using different algorithms for 
selecting the sample data, such as random selection. The 
results were neither better nor worse than before. 

This is one of the more common problems with 
Genetic Algorithms. What do you ask the Genetic 
Algorithm to find for you? - In essence: what is the 
makeup of the raw fitness? It was relatively easy to set the 
genetic algorithm (described in Section 4) to evolve hash 
functions that have low variances for the sample data 
because the variance required was available for fitness 
calculations. But in the case of evolution for the complete 
data set, this, as discovered, is not the same. 

In plain english the question to be put to the Genetic 
Algorithm is: 

"Please evolve hash junctions that, based on the 
characteristics of the sample data will have low variance 

for all data that is similar. " 

The situation at hand has two problems. Firstly, 
given the statistics that can be extrapolated from hashing 
the sample data with evolved hash functions, it does not 
necessarily mean that the attributes to be used in the raw 
fitness calculations are part of those statistics that are 
available. Secondly, even if such information was 
available, the way in which this knowledge is combined 
into the raw fitness is very difficult to discover. In fact, if 
computing power would allow, one possibility would be to 
use a Meta-ga to discover which statistics should be used in 
the raw fitness calculations and what the optimum genetic 
algorithm parameters are. 

6 Detrimental Detail 

First thoughts about the problem of broadening 
the genetic algorithm to handle all data as opposed to just 
the sample data, was that the hash functions being 
produced were honing in on specific features of the sample 
data rather than using it to generalise for similar data. 

Two methods were attempted to reconcile this 
situation. Firstly, for each generation, only a percentage 
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(60-80%) of the sample data were used to calculate the 
fitness. This subset was randomly chosen. The theory was 
that if not all the data was given at any one time, the 
genetic algorithm would generalise for the subsets which 
would in turn produce better hash functions for the 
complete data. 

The second method that was tried was to generate 
hybrid data based on the original sample data. This was 
created using an operation very similar to crossover (in 
genetic algorithms). Two keys (from the sample data set) 
were randomly selected along with a random crossover 
point. The characters from the crossover point to the end of 
the keys was swapped and the new keys added to the 
sample. The idea was that the hybrid data added with the 
original samples would retain the properties of the data but 
lose the specific anomolies present in the samples. 

Unfortunately, neither of these methods produces 
results any better than those found in Section 5. They were 
of no additional benefit. This relates back to the issue of 
how representative is the sample data. The two attempts, 
along with the results found in Section 5, did have a 
positive outcome. No matter which sample data selection 
algorithm was used, it was possible to evolve hash 
functions that do well for the complete data set based on 
the sample data (the global minimum variances of the 
graphs equal or better the benchmark variance (11.35). 
Even though the sample data isn't perfectly representative 
of the complete data. 

7 Data Measurement 

Based on the information that the fitness function 
can draw on (listed in Section 4) no relationship could be 
extrapolated that would follow the variance trends found in 
the graphs of Section 5. 

A new form of measurement was devised. The intention 
was to measure the diversity of data in each bucket. 
Unfortunately this was more difficult to do accurately than 
first supposed. The method than was decided upon was to 
simply treat each character as its ascii integer code and sum 
them - this result is called the "data tag". 

This would, of course, be far from perfect, with 
keys made up of the same characters in different 
permutations being calculated as the same data tag. 

This method had the advantage of not giving 
precedence to any of the characters in the keys, and not 
having to deal with special cases for different length keys. 
It does provide an adequate transformation of different 
length keys to a 1 dimensional "tag" value. The variance of 
the data tags for each bucket in the hash table is measured 
and summed to produce the "data diversity" attribute. 

An example analysis of a this diversity measure 
along with the corresponding variance graph is given. The 
peaks from the data diversity (Figure 7) approximately 
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follow the troughs from the variance graph (Figure 6). The 
actual values of the data diversities mean nothing by 
themselves - they describe the data diversity relative to the 
other diversity readings. 
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Figure 6: Variance of this graph shows inverse 
relationship with graph in Figure 7. 
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Figure 7: Data Diversity Graph for run of a Genetic 
Algorithm for 70 generations. 

70 

70 

As stated before, this diversity measurement isn't 
100% accurate. But it provides enough information for its 
required purpose. Of course, including this data diversity 
attribute in the fitness equation may transform it so as not 
to reflect the complete data variance so accurately, or at 
worst, prOduce unpredictable variances oscillating even 
more wildly than before. 
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8 Evolution with Data Diversity 

The data diversity attribute was combined into the 
fitness calculations and weighted so as not to dominate the 
variance attribute. The attributes are adjusted using this 
equation, as suggested by John Koza [3]: 

1 

1 + attribute 

This adjustment benefits the fitness by 
exaggerating the importance of small differences in the 
value of the raw fitness as it approaches zero. Results using 
this new fitness calculation were average to fair. The 
benchmark's variance was 11.35, the target aimed for by 
the evolved hash functions was at least below 10. The 
problem all the runs exhibited though, was that none of 
them produced a hash function which had a variance below 
10 on the complete data set, which is unusual considering 
the hash functions evolved in Section 5 didn't contain this 
measurement (their fitness based only on sample data hash 
table's variance) and they did produce functions whose 
variance for the complete data was below 10. Furthermore 
the complete data variance was unstable and had no 
regularity across the generations. Figures 8 - 11 are four 
graphs of runs completed using these settings. 
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Generations 

-- E\01\A:ld - Benchmark 

Figure 8: Run 1 using Data Diversity Attribute as part of 
fitness function. 

Each of these graphs show a general decrease in 
the variance along the X axis (generations), but two of the 
four (Figures 9 & 10) do not finish on the best variance 
found thus far, and only one produced a hash function with 
a variance under 10 (Figure 11). The tests were re-tried 
varying the genetic algorithm parameters, e.g. increasing 
the population size, modifying the operator percentiles, etc. 
But to no avail. 
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Figure 9: Run 2 using Data Diversity Attribute as part of 
fitness function. 
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Figure 10: Run 3 using Data Diversity Attribute as part of 
fitness function. 
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Figure 11: Run 4 using Data Diversity Attribute as part of 
fitness function. 
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As well, different member selection algorithms 
were tried: Fitness Proportionate, Tournament and Rank 
Selection - again producing no good variance results. One 
interesting point to note is that Tournament selection using 
2 members for each choice was found to always produce 
slightly better results than the other two methods. 

9 Two State Evaluator 
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Generalionl 

30 35 40 45 

Figure 12: Example Run No.l using Two-State Evalulator. 

For the Genetic Algorithm to evolve better hash 
functions, a different fitness/evaluation criteria was 
necessary. Rather than have a combined raw fitness. A 
two-state evaluator was used. In state 0 evolved hash 
functions' fitness was based on the variance: in state 1 it 
was based upon the data diversity attribute. The state could 
then be toggled every n'th generation. 

30 ......... .. ........... ... ... .... ... . .. ............... ......... .. ................... .. .. ... .. ... .. ... .. ... .. 

V a 20 .. ..... .. .......... .............. .... .. .... ........... .. . .................. .................. .... .. .. ... . 

r ! 15 ...... ................................. .... .. ........ . ...... .. ................. ..... ..... ..... . ... ...... .. 

n 
~ 1 ............ . .... .. ...... .. ....... .. .. C':': ... - ....... _-=---=--·"-"-""'-'""~--:.:.:--·:.:.:--·:::· -- :::· .. .:.:.:· ".:.:.:·--~- .. ~ ... :::. ... :::. ... :::. .. ::.:. ... = .. .. 

5 ........ . .. . ....... ....................... .. ..... ........ .. ............. ... ........................... .... . 

10 20 
Genendions 

30 40 

Figure 13: Example Run No.2 using Two-State Evalulator. 

To find the optimum value for n, a series of 
genetic algorithms were set up to test the range for n of 1 -
8. Each possible n was tested with 5 genetic algorithm 
runs. It was found that as the value of n approached 1 that 
the average variance decreased and the variances across the 
runs were more consistent. The higher n was, the more 
sporadic the results were. One run may produce an 
excellent variance of 8.0, but another may only reach a 
value of 12.5. Figures 12 to 15 are example runs with n set 
to 1. 
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Figure 14: Example Run No.3 using Two-State Evalulator. 

The repetition of chromosomes in the population 
was measured, and with the two-state evaluator, it 
oscillated between 0- 4%. Though this is due in part to the 
chromosome selection algorithm (Tournament). 
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Figure 15: Example Run No.4 using Two-State Evalulator. 

However, the evolved hash functions had two 
very interesting properties. Firstly, if they were evolved for 
a hash table size of 200, they would work equally well with 
table sizes of multiples of 10. If tried with a table size of 
201 they would do very poorly. The evolved hash functions 
appear to be locking into the characteristics of the hash 
table size as well as the characteristics of the sample data. 

The second property of note is that a\the hash 
functions performed better than the benchmark for similar 
data that it wasn't evolved to handle (or that the sample 
data contained). 

For example, the majority of the tests were based 
on file pathnames. The data that hash functions were 
designed to perform well with was the frrst 2000 paths (out 
of a set of 70,000). The sample data was 400 items (every 
5th from the 2000). But, testing the hash function with the 
frrst 4000, 8000, and 16000 paths showed that it still 
performed well. Figure 16 compares the variance of a 
evolved hash function with the benchmark hash function. 

Even up to 8000 data items the evolved hash 
function performs favourably compared to the benchmark. 
Considering that the function was evolved based on only 
400 items (every 5th up to 2000), which is only 5% of 
8000, it has performed beyond what was expected. Using a 
sample based on filename paths collected from all 8000 
filenames as opposed to only the first 2000 would produce 
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a much better hash function. What can be concluded from 
the bar graph in Figure 16 is that the performance 
degradation of the hash function, as_ the amount of data to 
be hashed is increased (so the sample data becomes less 
representative) is a slow one, rather than a exponential 
drop. 
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Figure 16: Comparison of an evolved hash function to the 
benchmark hash fuction. 

To help clarify an evolved hash function and how 
the chromosome structuring for the math expressions 
translates to actual code, the code for the evolved function 
that generated the results for Figure 16 is: 

hash(char *Key, register int KeyLength, int table_size) 
{ 
register long Result= 13312; 

Result = Result • Key[23422 % KeyLength]; 
Result = Result « (Key[58 % KeyLength) & Ox03); 
Result = Result - Key[97 % KeyLength]; 
Result= Result I Key[KeyLength- 1 - (114% KeyLength)]; 
Result= Result + KeyLength; 
Result= -Result; 
Result = Result+ 1; 
Result= Result • 22016; 
Result= Result • 22566; 
Result= Result- Key[KeyLength- 1); 
Result= Result • Key[KeyLength - 9]; 
Result = Result I Key[KeyLength - 1 - (13912 % KeyLength)]; 
Result = Result - 1 ; 
Result= Result • Key[KeyLength - 6]; 
Result = Result - Key[KeyLength - 5]; 
Result = Result - Key[KeyLength - 9]; 
Result = Result+ Key[KeyLength- 1 - (10819% KeyLength)]; 

return{labs(Result) % table_size); 

Automated post-optimising would be a relatively 
trivial task to collapse a sequence of math expressions in 
the code that involve the Result "accumulator" variable and 
constants. 

10 Conclusion 

Several conclusions can be drawn from this work. 
Firstly, using Genetic Algorithms to evolve hash functions 
based on sample representative data does produce very 
good hash functions, with a lower variance, and thus a 
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more uniform distribution of keys across the hash table, as 
well as being much faster than the more general type of 
hash functions. Due to the nature of the Genetic Algorithm, 
evolving several hash functions based on the same sample 
data will produce functions of varying quality, However as 
the experiments provided in Section 9 (Figures 12-15) 
demonstrate, all were found to be produce a lower variance 
and were approximently 25 - 40% faster than the 
benchmark hash function. Another important aspect is that 
the sample data, although its representation cannot be 
quantified, does not have to be "very" representative. No 
matter what selection algorithm was used, (ranging from 
random selection, to using every n'th) an evolved hash 
function out-performed the benchmark. 

Secondly, it is clear that it is possible to encode 
simple math expressions into a genetic algorithm 
chromosome by dissecting the chromosome into discrete 
expressions which have an active flag. This flag allows an 
expression to be toggled off and on. The genetic algorithm 
handled this structure very well, as evidenced by the hash 
function results. This technique could be broadened for 
more general mathematical functions. 

Lastly, the results indicate that if fitness is based 
on multiple attributes, rather than combing these into one 
fitness value having an n-state evaluator that cycles through 
the attributes every mth generation; the outcome in this 
case, was significantly better hash functions. The fitness 
and evaluation algorithms are arguably the most important 
components in dictating how good the solutions produced 
by the genetic algorithm will be. 
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Abstract 

The most simple feedforward neural network is used in order to estimate and track the Pulse Repetition 
Interval {PR!} of a periodic radar pulse train. The network consists of an input neuron connected via 
a single weight to a processing output neuron with a bias term. Such an approach was designed to 
be robust to corrupted data and adaptive to drifting and functional parameter changes. This is achieved 
through using a modified cost function that tends to minimise the weight and using an adaptive step length 
when adopting a single step of gradient descent to adjust the network for each incoming pulse gap. The 
statistical success and suitability of the method is demonstrated with relevant examples, including Monte 
Carlo simulations. Due to the simplicity of the network and minimal processing needed, the method is 
ideally suited to the radar pulse train problem which requires extremely rapid, recursive updates as each 
new time series value is encountered. Keywords: radar pulse trains, pulse repetition interval, 
time of arrival, processing neuron, adaptive step length, gradient descent, tracking. 

1. Introduction 

Many radars emit a sequence of pulses whose times 
of arrivals (TOAs) are regularly spaced. That is to 
say they have a definite, characteristic PRI. Such a 
simple pulse train is described in Figure 1. Accurate 
estimation of the radar's PRI is hence considered an 
important problem. Even so, the recorded TOA se
quence is typically noisy due to missing and spurious 
pulses, as well as any timingjitter that distort the TOA 
measurements. In addition, the pulse train's PRI could 
drift over time or have a linear or sinusoidal modulation 
associated with it. All these real world problems help to 
mask the periodicity of the radar pulse train sequence. 

Therefore, one cannot just trivially deduce that the 
PRI is just the gap between successive pulses under 
such circumstances. Apart from the estimation, there 
is then also the additional problem of being able to 
actually track the PRI of the radar pulse train, even in 
a noisy and modulated environment. Since the PRI of a 
radar can typically vary from 10-2 to 1 ms, rapid and 
recursive updates of the PRI estimates are required. 
Hence the solution needs to be not only robust and 
adaptive, but also computationally inexpensive. 

2. Pulse Train Model 

A general recursive expression which can describe a 
general periodic pulse trains is, where Yt is the TOA 
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Figure 1: A simple periodic pulse train description. In 
the ideal problem where there is complete data and no 
jitter, the Zi's refer to the Pulse Repetition Interval for 
M=l. 

of the t'th pulse of a train: 

Yt - Yt-1 = Ti mod M+ ft (1) 

where Yt- Yt-1 = Zt-1 and is the t'th-1 pulse gap, an 
M level staggered pulse train consists of M interleaved 
periodic pulse trains with the same Pulse Repetition 
Interval (PRI) offset from each other by time amounts 
of T1, .. , TM, and ft is a noise term representing any 
cumulative jitter that may distort the TOA measure
ments as well as any PRI drift or modulation. 

For the purposes of this study, and as will be ex
plained later, we need only consider the most simple 
case where M = 1. The parameter T then simply be
comes the mean (or instantaneous) PRI of the discrete 
process. For the simple pulse train as given by M = 1 
and Figure 1, the best estimate for the next incoming 
pulse gap would just be T in the absence of any PRI 
modulation. 
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3. Radar Pulse Train Problem 

It is a common Electronic Warfare problem to expe
rience multiple radar pulse trains being received at 
the one electronic site. From this interleaved mixture, 
the individual pulse trains need to be separated out 
(i.e. deinterleaved). It is usually not possible to infer 
directly from the interleaved data set the number of 
emitters present, except for the most simple of cases. 
The final stage of the problem is to then extract the 
individual pulse train signal parameters and to identify 
the signal. A simple block description of the problem 
is given in Figure 2. 

In this challenging radar deinterleaving problem, se
quence search type algorithms are traditionally used 
for separating out individual pulse trains from an ini
tial complex interleaved set. In essence, the sequence 
search algorithm works by forming trial pulse trains 
from an initial pulse pair. This initial pulse pair is 
hypothesised to be the PRI of a periodic pulse train 
within a given window of tolerance. The input buffer 
is searched for additional pulses by projecting forward 
in the file using this estimated PRI interval. Provided 
there are a sufficient number of successes, we conclude 
a periodic pulse train exists. If not, we choose another 
pulse pair and repeat the process. For more detailed 
descriptions, see for instance [3] and [4]. 
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Figure 2: Pulse train TOA deinterleaving description. 

Once the deinterleaving has been successful, impor
tant post-processing problems include the ability to es
timate T from the individual pulse train's TOA values, 
as well as to be able to predict the next pulse event 
i.e. to track the pulse train. The important outcome 
of the sequence search algorithm is that all successfully 
captured chains of pulses will appear as pulse trains 
with M = 1. Hence, the problem of estimating and 
tracking the parameters of a general staggered pulse 
train can be reduced, in these circumstances, to the 
simpler problem of deducing the various T's for a set 
of M = 1 pulse trains. 

Furthermore, the sequence search algorithm ensures 
that the first pulse gap is a reasonable estimate of the 
chain's P RI. This further simplifies the tracking al
gorithm that we need to implement. The completely 
general case where such an assumption cannot reason
ably be upheld, is also covered in this paper. This may 
be due to, for instance, the first pulse gap being effected 
by a missing or spurious TOA recording. 

However, certain complications within the radar 
deinterleaving process makes pulse train tracking and 
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parameter estimation, even for M = 1, a difficult pro
cess. First, when two or more radar pulses overlap at 
the electronic receiver, only the first pulse is recorded. 
This leads to potentially missing pulses in each of the 
individual pulse trains. Occasionally, a radar may fire 
an unintended pulse or the receiver itself may record a 
pulse when there is only noise present. This leads to 
spurious pulses being recorded which often are assigned 
to particular pulse trains. The deinterleaving algorithm 
itself may incorrectly classify pulses to certain pulse 
trains. 

In addition, the TOA values of the pulses will usually 
be subject to jitter noise, either intentionally or unin
tentionally. In general, the jitter distribution would 
not be known a priori. Finally, many modern radars 
are able to modulate their PRI values or even change 
them discontinuously. All these factors can mask the 
periodicity of the pulse train and make tracking and 
parameter estimation extremely difficult. 

A recent paper [1] described techniques involving pa
rameter estimation for periodic discrete event processes 
which can be directly applied to the above radar pulse 
train problem with M= 1. However, their method, as 
formulated in (1], cannot take into account many real
world complexities already mentioned such as missing 
and/or spurious pulses, as well as modulated and dis
continuous mode changes. 

The current authors investigated a four layered re
current neural network approach to attempt to take 
into account the above mentioned complexities [5] as 
well as for the general case of M > 1. Nevertheless, 
the approach as given in [5] could be considered some
what computationally expensive for the algorithm to 
easily proceed in real time applications. The fact that 
the problem can be reduced to estimating and track
ing T for the most simple case of M = 1, means we 
should be able to simplify the neural approach. A very 
basic neural architecture and learning algorithm with 
implicit memory capability is pursued. It should allow 
extremely simple but meaningfui recursive processing 
so that the network can be continuously updated as 
each new time series value is encountered. 

4. Neural Processing Approach 

The solution to the problem is formulated within a neu
ral processing framework. It is required that such an 
approach be statistically reliable and efficient. If this 
be the case, then it is hoped that the framework could 
be expanded to provide a solution to the more general 
Pulse Train problem of M > 1, whilst still maintaining 
the statistical reliability and efficiency. 

In this investigation, we employ a single non-linear 
processing neuron to solve the problem of recursively 
estimating T (i.e. pulse by incoming pulse) from equa
tion (1) in a noisy environment. A non-processing input 
neuron is connected to an output neuron via a single 
weight, a, with an associated bias term, {3 . This is 
described in Figure 3, where S is just the standard 
sigmoid function, i.e. S(x) = 1/(1 + exp -x). 
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The input, Xt, is the t'th pulse gap and the output, 
Zt is the estimated next pulse gap. For each incoming 
pulse and for a given cost function C, we recursively 
and adaptively step once along the negative gradient 
of C. In this way, as increasing amounts of data are 
encountered, the network will smoothly converge to 
the value ofT. Online processing is extremely simple 
and rapid, potentially allowing recursive PRI updates 
in real time, even for very small values ofT. 

Input 

Figure 3: Single processing neuron for tracking a noisy 
jittered pulse train. 

Since the activation function we are employing is sig
moidal, we scale the problem to ensure all pulse gaps 
lie between 0 and 1, even if there exists three consec
utive missing pulses and up to 10% Gaussian jitter. 
For this simple neuron model, the squared error for 
the t'th estimate is calculated in the usual way to be 
Et= (zt- Xt+t) 2. 

The aim of this simple but novel approach to PRI 
estimation is for the network to build, pulse gap by pulse 
gap, an estimate for T by substantially, though not 
completefy, ignoring the incoming data. In other words, 
the network requires to take some notice of the input 
data in order to learn the best estimate of T, but not 
so much notice that it loses track when confronted by 
data outliers caused by missing, spurious and jittered 
pulses. This is achieved in two ways by modifying the 
standard cost function as well as the learning phase of 
the network approach. 

We define the cost function to be minimised via gra
dient descent to be 

(2) 

where 1' is some positive coefficient less than one. This 
coefficient is chosen to ensure that a relatively small, 
but non-zero, value of a results without the error term 
losing dominance in the cost function C. Most of the 
work done for estimating T is hence left to the bias 
term (3, which merely acts to offset the product formed 
between the weight and input. Hence, the estimation 
of the next pulse gap need not be overly perturbed by 
noisy incoming data. 

The modification of the learning phase of the network 
approach is performed by using an adaptive step length 
A in the gradient descent process. After each incoming 
pulse is processed, we perform one recursive step of 
gradient descent to change the values of a and (3: 

at Qt-1- ,\ (
80

) (3) 
8a t-1 
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Initially, as we start to build a value for the estimate 
ofT, we begin with a large value of,\. Then we adapt 
A according to the expression: 

A= -'o(- tanh (count/10.2)1
/

2 + 1.06) exp( -~~:E). (5) 

The term Ao denotes the very "initial" value of the 
step length, which is set to afxo2 +b, where a and bare 
chosen depending on the scaled value of the initial pulse 
gap. It is then varied according to a/ Zt 2 + b so that it 
tends to a fixed value for a stable P RI. In the second 
term of equation (5), (- tanh ( count/10.2)112 + 1.06), 
the parameter count counts the number of times the 
difference in successive z values changes sign. Each 
increment in count assumes we are getting closer to 
the actual value of T, and hence we decrease A accord
ingly. In any case, it is obvious that as more data is 
encountered, the more accurately we are able to esti
mate the PRI and hence the need to reduce ,\ over time. 
However, ,\ should tend to a small, finite value so that 
drifts in P RI can still be detected and accounted for. 

We also set ,\proportional to exp( -~~:E) so that data 
outliers, especially due to missing and spurious pulses, 
are substantially ignored. The negative gain factor 11:, 

is set at about 14 for a nominal PRI of 1 across alljitter 
values. However, it should be noted that if we know a 
priori that there will be no missing or spurious pulses, 
we can set 11: = 0 so that all pulse gaps will have equal 
weighting when contributing to the PRI estimate. 

Finally, we check for drifts in the PRI estimates. 
Once the drift magnitude passes a threshold value, we 
automatically increase the value of ,\ so that the drift 
can be tracked and accounted for. Once the threshold 
value has been crossed, the drift magnitude is reset to 
zero again. Note that our general neural approach does 
not rely strongly on any specific distribution of jitter 
and is actually not specifically designed to tackle miss
ing and spurious pulses. We only require that any jitter 
noise has a zero mean (i.e. symmetric) distribution. 

5. Tracking Capabilities 

As it will be shown later through extensive Monte Carlo 
type simulations, the above neural processing technique 
can act very successfully as a quite general PRI tracker. 
Why is this so, especially considering the simplicity of 
the network and the processing? Since the network 
and subsequent processing is so simple and recursive, 
it should be a straightforward task to write down a final 
expression for the t'th estimate of the PRI. 

We begin by referring to Figure 3. We see that the 
t'th estimate of the PRI is: 

(6) 

where the function S is just the standard sigmoid 
S(x) = 1/(1 + exp -x). As stated previously, we wish 
to recursively step once along the negative gradient of 
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C as defined in equation (2) for each incoming pulse. 
By replacing Xt+ 1 with at (the actual next pulse gap) 
in the definition of E , we find that equation (2) can be 
rewritten as: 

Hence, partial differentiation of C with respect to a 
and /3 leads to: 

ac 
oa 
ac 
8(3 

(8) 

-2(at- Zt)Zt(1- Zt)• (9) 

Applying one recursive step of gradient descent as 
given by equations (3) and (4) , yields the updated val
ues of a and (3 after each incoming pulse gap. Hence, 
combined with equation (6), we finally have the t'th 
estimate of the PRI: 

Zt = S(atXt + f3t + 2A((at-1- Zt-dZt-1 x 
(1- Zt-d(Xt-1Xt + 1)- -yat-1Xt) • (10) 

We note that S( x) is a monotonically increasing func
tion of x with a range of (0, 1). Hence, the problem 
needs to be scaled to ensure that even if there are 
several consecutive missing pulses, the pulse gaps will 
have value less than 1. However, the scaling should 
also ensure that the PRI is not too small, otherwise 
learning will become less rapid where the sigmoidal 
slope is smaller. Hence, we found it convenient to scale 
the problem so that the initial pulse gap was around 
2 X IQ-1. 

From this it can be deduced that if (at-1- Zt-d < 0 
then f3t < f3t-1 and from equation (10), Zt < Zt-1. 

provided a and A are sufficiently small. The converse 
to this is also true. Hence, on average, and assuming a 
symmetrical jitter deviate, we move closer to the mean 
for lal << 1 and sufficiently small values of A. For a 
constant PRI value, as an increased amount of data is 
encountered, count increases and thereby A decreases 
exponentially. Therefore, our current PRI estimate be
comes increasingly unlikely to differ significantly from 
our previous estimate. The summed net effect over 
many pulse gaps is to converge smoothly and rapidly 
to the actual PRI value. 

The above inequalities do not hold strictly true for 
very small values of jitter i.e. when I at - Zt I < < 1. 
However, in these cases, such an adaptive updating 
scheme is not at all critical. We also note that from 
equation (2), provided that 'Y is of moderate value be
tween (0, 1), the processing system will always evolve 
a non-zero value of a with lal << 1. We found that 
a value of 'Y = 0.1 to work very satisfactory. That is, 
not too small to enable a to have too much influence 
and not too large to dominate the squared error term 
in equation (2) and inhibit learning. 

6. False Initial Estimates 
In the more general case, we cannot assume that the 
first pulse gap from a chain is a reasonable estimate of 
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the P RI. For instance, the first pulse gap could in fact 
be a double pulse gap. However , we can easily modify 
the algorithm above to cope with a false initial estimate 
and with only marginal degradation in the estimating 
and tracking capabilities of the algorithm. 

The only change in the algorithm is how we recur
sively update A. The main differences is that over the 
first fifteen pulse gaps, we reduce A by smaller propor
tional amounts for each increment of count, as well as 
paying more attention to the absolute changes in error, 
rather than just the error itself. After the first fifteen 
pulse gaps, the algorithm then proceeds as above. For 
the first fifteen pulse gaps, we have the evolution of A 
as: 

A= Ao(-tanh(count/100)1
/

2 + 1.06) x 

exp( -~~:/(15- i)IE;- E;-1!, i = 1, 2 .. 15. (11) 

7. Numerical Simulations 

It is important to test and compare the performances 
of the PRI pulse train estimator by performing Monte 
Carlo type simulations. However, we first give specific 
examples (although chosen at random) to demonstrate 
how the estimator can converge quickly to the appro
priate PRI, even for a noisy pulse train. Figure 4 shows 
the example for a pulse train with PRI=1 and 5% Gaus
sian jitter (i .e. u = 0.05) and no missing or spurious 
pulses. The neuron estimator shows remarkably similar 
convergence after the first 10 pulse gaps to the optimal 
least squares solution as given in [1]. This is a general 
trend for any given example chosen randomly. 
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Figure 4: An example of our method converging for 
a pulse train with PRI=1 , u = 0.05 and no missing or 
spurious pulses. Here, (-) is the PRI neuron estimate 
and ( -·) is the optimal least squares estimate as given 
in [1] . The +'s are the actual pulse gaps. 

One can ask, given that there already exists a known 
optimal solution to the PRI estimation problem, what 
is the need to pursue a neural approach? First, there is 
an academic interest in realising that a single processing 
neuron can approach optimal performance for such a 
problem. More importantly, for the practical case of 

Autumn 1997 



radar PRI estimation, we must devise a method that 
is robust to missing and spurious data as well as vari
ations in PRI. What we aim to demonstrate, through 
example, is that a single processing neuron can still give 
accurate and meaningful estimates of radar PRI, even 
with significant amounts of timing jitter, missing and 
spurious pulses and modulations in the PRI itself. 
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Figure 5: An example of our method converging for 
a pulse train with PRI=1, u = 0.05 with 10% missing 
pulses and 2% spurious pulses. Here, (--) is the PRI 
neuron estimate and (- ·) is the estimate from the filter 
as given in [1]. The +'s are the actual pulse gaps. 
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Figure 6: The MSE performance over 2 000 simula
tions as a function of jitter variance for the neuron PRI 
estimator with no missing or spurious pulses. The solid 
line indicates the CRB. 

We start with a specific example (chosen at random) 
of a pulse train again with PRI=l and 5% Gaussian 
jitter, but now with 10% missing pulses randomly re
moved and 2% spurious pulses. Figure 5 shows the neu
ron giving good, rapid convergence to the actual PRI 
value and is far superior to the estimate as given in [1] 
which clearly cannot cope with missing and spurious 
data. It needs to be again emphasised that the only 
assumption required by the neural approach is that the 
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Figure 7: The MSE performance over 2 000 simula
tions as a function of jitter variance for the neuron PRI 
estimator with 10% missing pulses and 2% spurious 
pulses. The solid line indicates the CRB and th1;1 x's 
the MSE for the neuron estimates. 

jitter noise be symmetrical. Hence, it can have a very 
general application and still give rapid and accurate 
results under a variety of circumstances. 

More important than the one specific example is how 
the neural technique performs over many examples. W~ 
use the same base pulse train (with and without the 
missing and spurious pulses) as given in the example 
above but with all timing jitter removed. We then add 
timing jitter with values ranging incrementally from 
u = 0.005 to u = 0.1 in steps of 0.005. For each 
value of u, we perform two thousand simulations for 
each technique and calculate the mean error and mean 
squared error (MSE) based on PRI estimates after the 
one hundredth pulse gap. Also, for each jitter value, 
we calculate the Cramer-Rao bound (CRB) for unbi
ased estimators of the PRI assuming we explicitly know 
which pulses are missing or spurious. The CRB for a 
given u 2 is simply (see [2] for more details) 

(12) 

Here, the xi's are simply the pulse gaps of the base train 
with no jitter (i.e. all ones for no missing or spurious 
pulses). 

The results given in Figure 6 are for the case of no 
missing or spurious pulses, where the MSE is actu
ally plotted as -10log10( M SE) against the percentage 
Gaussian jitter. Indeed, we find that our results ap
proach the CRB for all jitter values considered. This 
may seem surprising considering the simplicity and 
economy of our approach. Even when we add 10% 
randomly missing pulses and 2% spurious pulses, the 
results as given in Figure 7 are still very good for jitter 
values of 5% or less. For such values greater than 5%, 
the performance is still very satisfactory for jitter values 
of up to 10%. 

For the Monte Carlo simulations involving missing 
and spurious pulses, we need to determine the amount 
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Figure 8: The Mean Error/CRB1
/

2 over 2 000 simula
tions as a function of jitter variance for neuron ( o) PRI 
estimator with 10% missing pulses and 2% spurious 
pulses. 

of bias, if any, effecting the performance of our tech
nique. To this end, we have plotted the mean error (in 
terms of the actual PRI of 1) divided by (CRB) 112 as a 
function ofjitter variance. As Figure 8 shows, the mean 
error is always much less than ( C RB)112 • Except for 
jitter values of 1% or less, the single processing neuron 
shows a bias less than 10% of ( C RB)ll2 • The fluctua
tions close to 10% are explained by the neuron acting 
primarily as a tracker and hence occasionally drifting 
from the mean value by a significant amount. 

One outcome we did notice was the effect of the nega
tive gain parameter, ,..., on the mean estimate and bias. 
For a nominal PRI of 1, we used a value of K R:: 14 
across all values of jitter variance. For moderate values 
of jitter up to 5%, the value of "' was not considered 
critical in so far as the mean of the estimates were 
concerned. However, the bias was significantly reduced 
(increased) for increasing (decreasing) values of"'· This 
pat tern for bias was, in fact, consistent across all values 
of jitter. This is so because the predominant mode of 
extreme outliers were the missing pulses. For increasing 
values of ,..., they were increasingly ignored, regardless 
of the jitter magnitude. Hence the tendency to give an 
overestimate of the PRI due to the effect of the missing 
pulses is reduced with increasing values of tl.. 

However, for increasing jitter values above 5%, the 
most appropriate scheme in order to minimise the MSE 
was to reduce "' proportionately. This is obvious con
sidering that for increasingly large values ofjitter, there 
exists increasingly greater proportions of data distant 
from the mean. Such data is increasingly ignored for 
increasing values of "'• even though they are not strictly 
outliers and in fact, should contribute significantly to 
the estimated mean. If we could adjust "' depending on 
an assumed known value of jitter, our estimated means 
would be even more accurate, especially for increasingly 
large values ofjitter. In practice, we could estimate the 
sample variance of the data and use this as a guide for 
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Figure 9: The MSE performance over 2 000 simula
tions as a function of uniform jitter for the neuron PRI 
estimator with no missing or spurious pulses. The MSE 
of the sample means and neural estimates are given 
respectively by the solid lines and the x's. 

a better value of"' to minimise the MSE. 
We also tested the same network for pulse trains with 

Uniform deviates. We considered levels of uniform jit
ter up to and including 30% of the PRI. For the same 
base train as used above but with no missing or spurious 
pulses, we again performed 2000 simulations and calcu
lated the average MSE using the neural processing tech
nique. We compared this with an optimal estimate of 
the PRI, namely just the sample mean. The results are 
given in Figure 9. We find that with the same network 
but different jitter distributions, we again come close to 
optimal performance. This shows the versatility of our 
approach. This becomes particularly important when 
the distribution of the jitter is not known a priori. 
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Figure 10: The neuron (-) tracking a linear modu
lation in PRI with u = 0.05 and 10% missing pulses. 
Across the x-axis, the instantaneous PRI varies from 
1.00 to 1.25 and the ·'s are the actual pulse gaps 

Finally, we examine the tracking qualities of our 

Autumn 1997 



2.2 .......... , ... ,, ...••. ·;; .. ;·; 

2 ••.. 

1.8 

0.2 
OL---~~--~~--~~--~~--~----~ 

Figure 11: The neuron (-) tracking a sinusoidal mod
ulation in PRI with u = 0.05, 10% missing pulses and 
1% spurious pulses. The amplitude of the modulation 
was 10% of the PRI with a period of 500 times the PRI. 
The ·'s are the actual pulse gaps 

method in the presence of significant, intentional mod
ulations in the radar's PRI value. Two of the more 
common PRI modulations encountered are linear and 
sinusoidal ones. However, as usual, the practical prob
lem of tracking such a function is complicated by timing 
jitter and missing and spurious pulses. Hence, it is 
insufficient in such circumstances to simply predict the 
next pulse gap based only on the previous one. That is, 
we need to learn the modulation, even when presented 
with noisy data. 

We give a specific example of a pulse train with a 
linear modulation in PRI varying from 1 to 1.25 over 
four hundred and fifty pulse gaps with u = 0.05 and 
10% missing pulses. The neural method is well suited 
to tracking in general and needs no modifications to the 
method as described above. Figure 10 shows the results 
of the method over the 450 pulse gaps where the final 
instantaneous PRI is 1.25. The pulse gaps consisting 
of two or more missing pulses were not included in the 
plot to help with the scaling of the graph. Note again 
that our approach does not assume specifically whether 
or not a modulation is in progress. Hence our PRI 
estimate initially lags the true value and takes a 100 
or so pulse gaps in order to "catch up". If we knew, 
a priori, that there was a PRI modulation, we could, 
of course, substantially reduce this catch up time. This 
would simply be done by immediately and appropriately 
adjusting the value of the steplength >.. 

Figure 11 shows our results in tracking a specific 
sinusoidal modulation in PRI with u = 0.025, 10% 
missing pulses and 1% spurious pulses. The amplitude 
of the modulation was 10% of the PRI (i.e. 0.1) and 
its period was 500. Once again our tracker performed 
quite accurately and smoothly. It is apparently learning 
quickly the variation in the PRI and is clearly vastly 
superior to just using the current pulse gap in order to 
predict the next. In any case, the single processing neu
ron does surprisingly well in tracking a noisy sinusoidal 
pulse train. This is especially so considering that such 
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a modulation was not specifically taken into account 
when designing the system. 

8. Conclusion 

We have used a single processing neuron, combined 
with a single, adaptive step length in gradient descent, 
to act as a robust, rapid and accurate PRI estimator 
for pulse trains corrupted by cumulative timingjitter as 
well as missing and spurious pulses. We have also ap
plied the technique successfully to tracking a linear and 
sinusoidal modulation in the PRI of similarly corrupted 
pulse trains. 

An advantage of this approach, apart from its ability 
to deal with missing and spurious pulses, is the lack 
of assumptions required. Hence, it has quite a gen
eral tracking application and would be especially nseful 
when all the pulse train parameter types (such as jitter 
distribution and PRI modulation types) are not known 
a priori. 

This technique, considering its simplicity of design 
and economy in processing, gives surprisingly accu
rate results over a large variety of applications. More 
research is being conducted to apply the neural and 
statistical lessons of this investigation to the more gen
eral problem of multi-level staggered pulse trains where 
M> 1. 
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Abstract 

The Gabriel network is an alternative to the self

organising feature map (SOFM) that adapts the topo

logical neighbourhood relationships between the map 

neurons to the underlying topology of the data. We 

detail the implementation of the Gabriel network and 

present simulation experiments that compare the per

formance of the Gabriel network with the SOFM. We 

show that the Gabriel network maps to the hexagonal 

grid structure of the 2D SOFM when the SOFM and 

data topologies match. However when there is a mis

match we show that the SOFM has difficulty with both 

mapping to data of different dimension and or data with 

different boundary relations whereas the Gabriel net

work has no such difficulty. We also show that proper 

consideration needs to be given in the selection of the 

training parameters for the Gabriel network especially 

when the underlying data space changes, otherwise re

ordering of the map is not performed. Our analysis 

shows that this not only depends on the neighbourhood 

size but the timing of the Gabriel graph adjustments. 

1 Introduction 

[3, 4], information organisation [5), feature extraction 

and classification [6) and knowledge processing [7). 

In the standard form of the SOFM the neighbour

hood relations between neurons have to be defined in 

advance. The most typical configuration is that of a 

regular 2D rectangular or hexagonal grid. In order to 

properly preserve the underlying topology of the input 

data manifold the neighbourhood relations between the 

neurons have to match that of the data. However, prior 

knowledge of the data manifold structure is usually un

available. The dimensionality mismatch between the 

input data space and the map space has been anal

ysed elsewhere [8). One solution to this problem is to 

self-organise several maps of different map space topol

ogy, measure their degree of neighbourhood preserva

tion, and select the map with the optimal preservation 

value. Several definitions and measures for neighbour

hood preservation have been developed for this purpose 

[9, 10, 11). 

An alternative approach is to redefine the SOFM to 

allow dynamic or adaptive adjustments or growth of 

the map topology to more accurately track the under

lying data manifold topology. Examples of such algo

rithms include the topology representing network [12], 

the growing cell structure algorithm [13), and the Grow-

Map based neural networks constitute an important ing Self-Organising Map (GSOM) [14). 

class of information processing systems, and the most Another approach to dynamically adapt the neigh-

well-known map based neural network is the self- bourhood relations is to replace the fixed grid of the 

organising feature map (SOFM) network [1) trained SOFM by a graph theoretical mapping of the neurons 

using the Kohonen algorithm (1, 2). The SOFM can which can adapt to the underlying data manifold topol-

be used for applications involving vector quantisation ogy and serve to define the neighbourhood distance be-
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tween neurons for ordering and convergence of the map 

during training. Kangas et al. [15] proposed a minimal 

spanning tree representation of the map neurons which 

is periodically re-adjusted during the training process. 

Another approach which produces a more completely 

connected map is the Gabriel network of Mou et al. 

[16] . In this paper we elaborate further on the use of the 

Gabriel network as an alternative to solving the topol

ogy preservation problem of the SOFM and present ex

perimental simulations comparing the Gabriel network 

with the SOFM. 

In the following section we describe the standard 

SOFM algorithm and then introduce the Gabriel net

work algorithm in the third section. Central to the op

eration of the Gabriel network is the definition of the 

Gabriel graph 'topology and calculation of the shortest

path distance between neurons at each readjustment of 

the Gabriel graph. A description of these calculations 

is provided in the fourth section. To properly assess 

the performance of the Gabriel network simulated ex

periments with known data manifolds are carried out 

in the fifth section to empirically compare the conve~

gence and topology preservation of the Gabriel network 

with the SOFM. 

2 Self-Organising Feature Maps 

The Kohonen algorithm is a well-known learning rule 

for training self-organising feature maps. It has been 

described in numerous publications, in particular [1]. 

We present the salient aspects of the algorithm with 

particular emphasis on the topological definition of the 

SOFM. This will allow us to both establish the nota

tion used in the subsequent sections and lead to our 

definition of the Ga.briel Network. 

The SOFM predefines the neighbourhood relations 

between neurons. Typically a 2-dimensional relation

ship is used, either a rectangular or hexagonal grid 

structure with the neurons forming the vertices of the 

grid and the edges representing the distance between 

neurons. Each neuron i has an associated weight vec-
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tor, wi, of the same dimension as the input data space. 

Note that the dimension of the weights and input data 

space is not related to the output or map space dimen

sion of 2 of the neuron topology just described. How

ever it is expected that the inherent dimension of the 

input or data manifold be the same as the output space 

dimension. For example, a data manifold representing 

data from a hyperplane located in R3 has an input di

mension of 3 but an inherent dimension of 2. 

We first define the notation that we will use. Let M 

represent the space of neurons and/or weight vectors 

and N the space of training data vectors. Further

more let m be the dimension of the map space (usually 

fixed at m= 2 for the SOFM defined here) and n the 

dimension of the input data space and neuron weight 

vectors. Then we can define dn ( x, y) as the Euclidean 

distance between the vectors x and y drawn from Rn. 

We define dm(i,j) as the neighbourhood distance be

tween neurons i and j. This depends on the topological 

structure of the map and is most easily calculated for 

any regular grid by defining the grid in Rm and calcu

lating the Euclidean distance between the grid points 

corresponding to neurons i and j. Usually the size of 

the grid is chosen so that adjacent neurons are of dis

tance 1. As already stated, w;, represents the weight 

vector associated with neuron i. We define v to repre

sent an arbitrary data vector used to train the network. 

We also need to define the learning rate parameter, t, 

and the width parameter, a. Both of these parameters 

decay throughout the learning or training. There are 

various ways these parameters can be decayed. For this 

paper we decay the parameters at each time-step,t, by: 

t(t) = t(t- 1)R!IT 

a(t) = a(t- 1)R~IT 

(1) 

(2) 

where t(O) and cr(O) are the initialised values and 

R, and Rrr are the corresponding decay factors. T is 

the number of iterations used for training the network. 

Note that the decay factors are non-negative real num

bers < 1. This form of decay also allows us to specify 
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the final parameter values since c(T) = E(O) * R, and 

u(T) = u(O) * Ru· 

The Kohouen algorithm proceeds as follows: 

1. Initialisation: Initialise the weight vectors Wi of all 

neurons i to random data vectors from the training 

set. Define the training parameters: E(O), u(O) ,R., 

Ru and T. Set the iteration count, it eT = 1. 

2. Winne-r: Select a data vector v at random from 

the training data and find the neuron c which has 

the closest We to v than any other neuron, i.e., 

c: d,(wc,v) = mindn(wJ·,v) 
jEM 

VIe term neuron c the winning neuron. 

(3) 

3. Update Neu-rons: We now update all neurons i ac

cording to the following rule: 

where 

.r(·) ( d~(i,c)) 
.IVc ~, c = exp -

2 
·) 

u-

(4) 

(5) 

represents the neighbourhood function around c. 

The update rule effectively moves or adapts the 

winning neuron, c, and neighbouring neurons to-

wards the data vector v with far neighbours being 

less affected than near neighbours. 

4. Par-ameter· Adj-ustment: The t: and u parameters 

are decayed according to Eqn. 2. 

5. Next Itemtion or· Te-rmination: If iter 2:: T then 

training has finished, otherwise iter- = iter+ 1 and 

go back to step 2. 

3 The Gabriel Network 

One of the problems with the predefined topological 

neighbourhood relation between the neurons is that if 

the inherent dimensionality of the input data space is 

different from the dimension of the map space, M, then 

the map "breaks down" since there is no preservation of 

the topology between the input and map spaces which 
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is an integral part of the SOFM. A solution to this 

problem is to use dynamically defined neighbourhoods 

based on graph theoretical or geometrical structures 

like the minimal spanning t-ree (MST) as discussed in 

[15]. However, the MST has a very small degree of con

nectivity which would make it difficult to capture the 

global characteristics of the data manifold. The Delau

nay t-riangulation (DT), on the other hand, has a very 

high degree of connectivity which would lose local fea

tures in the data. The Gabriel gmph (GG) [17] is a 

compromise graph structure which we will show yields 

a similar structure to the hexagonal grid of the SOFM 

in the case of data with an inherent dimension of 2. 

Thus the GG has the right degree of connectivity as 

is required by the SOFM for capturing the local fea

tures of the data as well as the global characteristics 

of the data but without the restriction of a predefined 

neighbourhood structure. 

In the context of the Gabriel Network (GN) the GG 

is a graph in which the neurons i and j are connected 

by a link if and only if the corresponding weight vectors 

satisfy: 

where llwi- Wjii is the Euclidean distance between 

the weight vectors Wi and Wj. In other words, the two 

neurons are connected if and only if the smallest hy

persphere enclosing the corresponding weight vectors 

contains no other weight vector corresponding to neu

rons in the graph. 

A new parameter that needs to be defined for the 

Gabriel network is T9 for the readjustment or recalcu

lation of the Gabriel graph. In the next section the 

algorithm used to recalculate the Gabriel graph will be 

described. Since we expect the map to have stabilised 

near the end of the training the Gabriel graph is ad

justed most often at the beginning of training and less 

so at the end. This is a departure from the fixed adjust 

rate used in [16]. We adapt T9 according to the rule: 

( ) _ ) 1/T T9 t . - T9 ( t - 1 RT • (7) 
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Since we are growing T9 the growth factor RT
9 

has to 

be> 1. 

The Gabriel network training algorithm proceeds in 

a similar fashion to the Kohonen algorithm just de

scribed: 

4 

1. Initialisation: Initialise the weight vectors as de

scribed previously. Set iter= 1. 

2. Adj-ust the Gabriel gmph: The Gabriel graph for 

the map is readjusted and the shortest-path dis

tance matrix, Dm , between all neuron pairs is cal

culated. Set the Gabriel rate count giter = 1. 

3. Winner: The next data vector is presented to the 

network and the winner is calculated as described 

previously. 

4. Update Neur-ons: The neurons are updated as de

scribed previously except that d,., ( i, j) now defines 

the shortest-distance path between neurons i and j 

in the Gabriel graph and is obtained directly from 

5. Parameter Adjustment: The c::, a and T9 parame

ters are decayed according to Eqns. 2 and 7. 

6. Next Iteration or Ter"mination: Let iter = iter+ 1. 

If iter > T then training has finished. If giter = T9 

then go back to step 2 to adjust the Gabriel Graph. 

Otherwise, let giter = giter+ 1 and go back to step 

3. 

Algorithm Implementation 

The Gabriel network relies on the underlying topolog

ical relationship between neurons to be defined by the 

Gabriel graph according to Eqn. 6. However, the cal

culation of the Gabriel graph also requires calculation 

of the shortest-path between all neurons (or nodes) 

needed for calculating the neighbourhood update of the 

neurons. 

In the following implementation description, a ma

trix, W, has corresponding matrix elements w(i.j) for 

the ith row and jth column respectively. 
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The calculation of the Gabriel graph and shortest

path proceeds as follows: 

1. Calculate Weight Distance Matrix, Wm: 

(8) 

2. Calculate Adjacency Matrix, Am: 

i=j 

am(i , j) = 

0 

1 Wm(i,j) < Wm(i,k) + Wm(j, k) 

Vk -::j:. i,j 

00 otherwise 

(9) 

The adjacency matrix defines the Gabriel graph 

and also the cost function between nodes i and j. 

3. Calculate Shortest-Path Matrix, Dm: Since the 

shortest-path between all nodes is needed the 

Floyd-Warshall' algorithm is used (18). The fol

lowing code in C defines the algorithm: 

I* Initialise the distance matrix to the *I 
I* adjacency or cost matrix 

for (i=O; i < NumNodes; i++) 

for (j=O; j < NumNodes; j++) 

d[i] [j] a[i] [j]; 

I* Calculate the shortest-path between *I 
I• the nodes i and j •I 

for (k=O; k < NumNodes; k++) 

for (i=O; i < NumNodes; i++) 

for (j=O; j < NumNodes; j++) 

{ 

} 

NewDistance = d[i][k] + d[k][j]; 

if (NewDistance < d[i][j]) 

d[i][j] = NewDistance; 

In the above d(i)[j) = dm(i , j), a[i](j] = am(i , j) 

and NumNodes is the total number of neurons in 

the map. 

Not surprisingly the Floyd-Warshall algorithm tends 

to be the most computationally expensive part of the 
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training algorithm as it is O(NumNodes3
). Some ef

ficiencies are possible given that dm(i,j) = dm(j, i). 

Nevertheless an important consideration is to minimise 

the number of times the Gabriel graph has to be re

adjusted. The proposed adaptive form of T9 is a first 

attempt to address this issue. 

5 Comparison of the GN and 

SOFM 

Several experiments were conducted to test and com

pare the effectiveness of the Gabriel network and SOFM 

using different data manifolds. A 2D hexagonal grid 

structure was used for the SOFM. 

5.1 Parameter Values 

In choosing the parameter values for the experiments 

presented in this paper some preliminary investigations 

were performed and the following comments can be 

made: 

• Unlike the SOFM the Gabriel network is ordered 

since the Gabriel graph is initially generated from 

the same space as the weights. Thus there is no 

need for a large neighbourhood and good conver

gence should be possible with fewer iterations. On 

the other hand the SOFM topology is predefined 

so ordering is needed which requires a larger neigh

bourhood and only some tuning or convergence 

of the map is required using a smaller neighbour

hood. The Gabriel network, on the other hand, 

requires convergence of the map to properly de

fine the topology with automatic ordering of the 

map at each Gabriel graph adjustment. Thus both 

the SOFM and Gabriel network were assigned the 

same number of iterations but different neighbour

hood sizes. 

• It was observed that the proposed adaptive Gabriel 

graph adjustment rate did not yield significantly 

different results than a simple fixed adjustment 
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11 GN SOFM 

E(O) 0.5 0.5 

a(O) 1.0 10.0 

R< 0.04 0.04 

Ru 0.1 0.05 

T 10000 10000 

NumNodes 500 500 

T9 (0) 200 -

Rro 5 -

Table 1: Experimental parameters used for the GN and 

SOFM 

rate. This was attributed to the initialisation strat

egy and neighbourhood size adopted in the exper

iments. A separate experiment was carried out to 

investigate this further using the TwoSquare data 

manifold. 

The Gabriel network and SOFM parameters used in 

the experiment are shown in Table 1. 

5.2 Input Data Manifolds 

There seven different data manifolds simulated and 

tested by the Gabriel network and SOFM. These are 

described below: 

FillSqr Data from a 2D input space selected uniformly 

within the unit square centred at the origin. The 

inherent dimension of this manifold is 2D. 

Circle Data from a 2D input space selected uniformly 

around the circumference of the unit circle centred 

at the origin. The inherent dimension of this man

ifold is 1D. 

FillCir Data from a 2D input space centred selected 

within the unit circle centred at the origin. Data 

density is non-uniformly inversely proportional to 

the radius since points are generated by random 

selection of the radial and angular co-ordinates. 

The inherent dimension of this manifold is 2D. 
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FillUCir Same as FillCir except that data is selected 

uniformly within the unit circle. 

Circle3d Data from a 3D input space selected uni

formly around the circumference of the unit circle 

centred at the origin in the XY plane. The inher

ent dimension of this manifold is lD. 

Sphere Data from a 3D input space select uniformly 

around the surface of the unit sphere centres at the 

origin. The inherent dimension of this manifold is 

2D. 

TwoSquare Data from a 2D input space selected uni

formly within two unit squares, one centred at the 

origin, the other displaced 3 units along the verti

cal axis. The inherent dimension of this manifold 

is 2D. 

5.3 Results 

The results of the converged maps after training is 

complete for each of the data manifolds are shown in 

Figures 1 to 12. The plots show the data as uncon

nected points in the lighter colour. The weight vectors 

of the neurons in the map are shown as black dots with 

the topological relationship indicated by the connecting 

black lines. For the SOFM this topology is fixed at a 

2D hexagonal grid. For the 3D input space (data man

ifolds Circle3d and Sphere) the plot is a projection onto 

a 2D plane which depicts the representative structure 

of the map. 

5.3.1 FillSqr, FillCir, FillUCir: Inherent Di

mension 20 in 2D space 

If the inherent dimension of the manifold is the same 

as the dimension of the output or map space of the 

SOFM then the plot should display an ordered grid 

after training. Since the SOFM space is 2D then the 

manifolds with an inherent dimension of 2, FillSqr, Fill

Cir and FillUCir, should display this behaviour. This 

is indeed confirmed from Figures 1, 3 and 5. Since the 

SOFM space defines a square hexagonal grid the best 
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mapping occurs with FillSqr. For both the FillCir and 

FillUCir manifolds the map suffers from an edge dis

continuity problem due the mismatch. It should also 

be noted that the density of the map weight vectors 

approximates that of the manifold space as evidenced 

by the concentration of points near the centre in Figure 

3 compared to the more uniform structure of the grid 

in Figure 5. 

The Gabriel network defines the topological relation

ship directly from the manifold data. From Figure 2 

even though the grid is not as regular as the SOFM 

the similarity with the hexagonal structure of Figure 2 

is apparent. This leads to two important observations. 

Firstly, the Gabriel graph structure is equivalent to the 

SOFM in the case when the manifold a:1d map spaces 

are similar. This is to be contrasted with the MST re

sults from [15]. Secondly, the hexagonal grid structure 

for the SOFM should be used in preference to the more 

common rectangular grid. This statement is made with 

the observation that the Gabriel graph yields a similar 

topological structure to the hexagonal grid even though 

no such arrangement is predefined by the map. Indeed, 

the Gabriel network appears to distribute weight vec

tors according to "circle packing". That is, if the nodes 

represent the centres of circles with equal radii, then 

the converged Gabriel network arranges the centres so 

as to maximise the area of the circles with respective 

to the surrounding space. 

Unlike the SOFM the Gabriel network does not suffer 

from any edge effects with FillCir and FillUcir. In fact 

there is little difference between Figures 2 and 5 other 

than the region boundary. This is to be the expected 

result since in both cases the manifold is a uniform set 

of points, only the boundary of the region is different. 

Like the SOFM the density of the map follows the man

ifold data density as shown by Figure 4. 

5.3.2 Circle, Circle3d: Inherent Dimension ID 

in 2D and 3D space 

If the inherent dimension of the manifold is less than 

the dimension of the output or map space of the SOFM 
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Figure 1: Plot of FillSqr manifold for the SOFM Figure 3: Plot of FillCir miUlifold for the SOFM 

Figure 2: Plot of FillSqr manifold for the GN Figure 4: Plot of FillCir manifold for the GN 
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Figure 5: Plot of FillUCir manifold for the SOFM 

~ - . --- - ~-- ------ - - ~- -

Figure 6: Plot of FillUCir manifold for the GN 
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then after training the integrity of the SOFM structure 

should be destroyed since the topological structure of 

2D map grid cannot be retained. The faet that the 

input data space itself may be 2D is not relevant. These 

comments are proven by the plots in Figures 7, 9 which 

give the structure of the SOFM after training with the 

Circle and Ci-rcle3d manifolds. In both cases the SOFM 

spans the entire region bounded by the circle with a 

concentration of points around the circumference. The 

best result that is achieved is to stretch the map as 

thinly as possible over the circle and folding as much of 

it as possible around the circumference. 

The results in Figures 8 and 10 clearly demonstrate 

the superiority of the Gabriel network over the SOFM 

in terms of preserving the underlying topolog!cal struc

ture of the data. After training there is no difference be

tween the Circle and Circle9d manifolds, in both cases 

the Gabriel network arranges itself to follow the circum

ference of the circle with no "crossing" of connections 

across the circle. 

It should be noted that a better result for the SOFM 

can be achieved by predefining a lD map space for the 

map. However, this assumes prior knowledge of the 

inherent dimension and structure of the manifold space. 

No such prior knowledge is needed with the Gabriel 

network. 

Finally, although similar results for both the Cir

cle and Circle9d manifolds were evidenced by both the 

SOFM and Gabriel network the embedding input space 

was 2D and 3D respectively. This clearly shows that the 

structure of the map after training is determined by the 

data manifold rather than the embedding space. 

5.3.3 Sphere: Inherent Dimension 2D in 3D 

space 

The results for Sphe'f"e are of special interest. Even 

though the inherent dimension of the space is the same 

as the SOFM map there are obvious topological dif

ferences between the self-enclosing surface of a sphere 

and the infinitely extending surface of a hyperplane. As 

shown by Figure 11 the SOFM fails to connect to itself 
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~-~· --- ---- -- ---------- --·-- --- -· ---

Figure 7: Plot of Circle manifold for the SOFM Figure 9: Plot of Circle:Jd manifold for the SOFM 

Figure 8: Plot of Circle manifold for the GN Figure 10: Plot of Circle:Jd manifold for the GN 
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leaving a void on part of the surface that the map is 

unable to cover. This boundary or edge effect problem 

commonly occurs with the SOFM. 

The Gabriel network should not suffer the same prob

lems experienced by the SOFM since the map topology 

is not predefined. This is clear from Figure 12 where 

the neurons are evenly spread around the surface of the 

sphere and the map is fully interconnected across the 

surface. 

- - ~ - --- --~- - - ~ ~ 

Figure 11: Plot of Sphere manifold for the SOFM 

5.3.4 TwoSquare: Ordering and convergence 

of the GN 

The Twosquare data manifold was used to examine 

the ordering and convergence properties of the Gabriel 

network. This has important implications when the 

data manifold is non-stationary and the characteristics 

abruptly change during training. Furthermore, we need 

to investigate the Gabriel graph adjustment rate given 

that it is the most computationally expensive opera

tion. 

Unlike the previous data manifolds both the SO FM 

and Gabriel network were initialised randomly only on 

the bottom square of the TwoSquare data manifold to 

simulate the effect of a change in the data manifold 
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Figure 12: Plot of Sphere manifold for the GN 

from a single enclosing region to the appearance of a 

second separate region. Ideally, training should move 

the map towards the upper square and the map should 

distribute itself evenly across both squares. The results 

using the SOFM are shown in Figure 13(a) and when 

training is complete the map has equally occupied both 

squares and is stretched thinly across the void separat

ing the squares. Thus the SOFM has properly adapted 

to the change in the data space. 

The Gabriel network results are shown in Figure 

13(b). In this case the map separates into two distinct 

regions corresponding to each square connected by a 

single line of links. However the map remains concen

trated in the bottom square with a small fraction occu

pying the upper square. This reveals a serious problem 

with the training of the Gabriel network. One possi

ble reason is the use. of a small neighbourhood which 

inhibits ordering of the map and ordering is necessary 

for the map to adapt to changes in the data manifold. 

Another experiment was performed training the 

Gabriel network on the TwoSquare data but using a 

larger initial neighbourhood size of u(O) = 5.0 and 

Ru = 0.02. The reason that the same neighbourhood 

size of 10.0 as used by the SOFM was not chosen was 
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because preliminary results revealed that this was too 

large a neighbourhood to allow sufficient convergence 

of the map. Indeed this indicates that in such cir

cumstances additional training of the Gabriel network 

compared to the SOFM is required to allow both order

ing and sufficient convergence of the map. The results 

shown in Figure 14(a) indicate that more of the map 

has now moved to the upper square and confirms the 

need for a larger neighbourhood when the data changes 

abruptly. This is also true for the SOFM and in gen

eral training has to restart with a larger neighbourhood 

when the data manifold changes significantly (14]. The 

Gabriel network is not properly trained though since 

the map is still unevenly spread across both squares. 

Using an even larger neighbourhood and additional 

training is required to improve this. But the size of 

the neighbourhood is not the only consideration. 

Initially the map is fully interconnected within the 

first square and the longest distance between any two 

neurons is the size of the square but as the map moves 

to the second square the next and subsequent adjust

ments of the Gabriel network will make the longest dis

tance between any two neurons increase to the vertical 

extent of the map which is 4 times the size of the first 

square. This is clearly evident in Figure 14(a) if one 

considers two neurons located in different squares. In 

fact an adjustment of the Gabriel graph during the or

dering stage freezes movement of the map towards the 

upper square since neurons in either square fall out

side the immediate neighbourhood of neurons in the 

opposite square. In this case the Gabriel graph has 

worked too well since it seems to interfere with the 

proper ordering of the map to the data. This hypothesis 

was tested out by training the Gabriel network on the 

TwoSquare data manifold but increasing not only the 

initial neighbourhood size but also the initial Gabriel 

graph adjustment rate from T9 (0) = 200 to T9 (0) = 500 

(RT. = 2 to keep the same final Gabriel graph adjust

ment rate of 1000). The results are shown in Figure 

14(b) where clearly more of the map has moved to the 

upper square compared to Figure 14(a). Notice that 

Australian Joumal of Intelligent Information Processing Systems 

the lattice of neurons now spans the squares. Thus the 

timing of the first Gabriel rate adjustment is critical 

when re-ordering of the map in response to changes in 

the data is required. It should also be noted that Fig

ure 14(b) required less Gabriel graph rate adjustments 

overall which is one of the goals for computationally 

efficient training. 

6 Conclusion 

In this contribution, we highlighted the features of the 

Gabriel network as an alternative network to the stan

dard self-organising feature map (SOFM) network. The 

characteristics of the Gabriel graph structure which 

forms the basis of the Gabriel network was described 

including a detailed description of the algorithm imple

mentation. 

We then performed simulated experiments using a 

variety of data manifolds comparing the Gabriel net

work with the 2D hexagonal grid version of the SOFM. 

It was demonstrated that in the case of a data manifold 

with an inherent dimension of 2 (equal to the dimen

sion of the SOFM network) the Gabriel network topo

logical structure after training was similar to that of 

the SOFM. 

When a data manifold with an inherent dimension 

of 1 was used the SOFM failed to converge and the in

tegrity of the map was destroyed. However the Gabriel 

network was able to successfully map itself to the data 

with no "crossing" of the neuron connections across the 

data space. 

It was found that the the Gabriel network does not 

suffer from the same boundary continuity problems 

that the SOFM suffers when the data manifold bound

ary characteristics are different. This was demon

strated by defining data on the surface of a sphere 

which is a self-enclosing surface. The SOFM fails to 

properly cover the surface as the map boundaries can

not be enclosed. However the Gabriel network has no 

such problem and is able to correctly map itself equally 

around the complete surface of the sphere. 
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However it was revealed that the Gabriel network 

training parameters need to be considered carefully de

pending on the type of application. In the case of 

changes in the data manifold the Gabriel network re

quires re-ordering of the map. It was demonstrated 

that to ensure this both a larger initial neighbourhood 

size is needed to capture the global changes and crit

ical timing of the Gabriel graph adjustment is needed 

to avoid prematurely "locking in" the map structure. 

We expect that the Gabriel network has many uses 

where the inherent dimensionality of input data space 

is unknown, the input data space cannot be adequately 

mapped by a rectangular map structure, or visualisa

tion of the higher dimensioned data space is not a re

quirement. The latter is an important application of 

the SOFM's predefined 2D map structure. 

There is need for continued research on the Gabriel 

network, in particular investigating further the tim

ing and number of the Gabriel graph readjustments to 

achieve optimal ordering and convergence with a min

imum number of adjustments. There is also a need to 

quantify the convergence of the map, perhaps by the 

measuring the quantisation or mapping error or some

how measuring the map integrity and regularity. Fi

nally, additional data manifolds need to be tested in

cluding application problems like speech and image fea

ture data classification, organisation or quantisation. 
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(a) (b) 

Figure 13: Plot of TwoSquare manifold for the (a) SOFM and (b) GN 
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(a) (b) 

Figur(~ 14: Plot of TwoSq'Uar·e manifold for the GN (a) using a larger neighbourhood, and (b) additionally a longer 

or delayed rate adjustment 
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PhD 
Visual Object Shape Recognition Using Hierarchical Syntax Extraction 
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This thesis focuses on solving a restricted family of pattern recognition problems, called 
the Visual Object Shape Recognition problems, in which objects are recognised or 
classified based on their shape. The boundary or contour of the object is used for 
recognition. 

The aim is to develop a generic approach to solve Visual Object Shape Recognition 
problems. The objective is to investigate and develop a geneml approach, Hierarchical 
Syntax Extraction, based on an idea proposed by Alder and deSilva. The proposed 
approach is similar to the Structural or Syntactic approach in certain aspects and very 
much different in others. The idea is to automatically, or semi-automatically, extract the 
structural information in the object and then use it for classification. 

In order the accomplish the above goal, the approach is developed and tested by 
implementing a visual object shape recognition system. The desired capabilities of the 
system are: (1) to recognise objects to a satisfactory level; (2) to be able to generalise, to 
solve variant problems within the visual object shape recognition class of pattern 
recognition problems. 

The approach was first tested by implementing a moving head detection system. The 
application chosen is to distinguish moving heads from other moving objects such as 
hands, curtains and trees, in a domestic environment. This system was extended to a real 
time system and generalised to recognise cartoon characters. 

There are four parts in this thesis. Part I of the thesis states the object which is to 
develop a general approach, Hierarchical Syntax Extraction, to solve the visual object 
shape recognition class of pattern recognition problems and presents the relevant 
background literature of pattern recognition. Part 11 of the thesis concentrates on the 
exploration of the Hierarchical Syntax Extraction approach, which is accomplished by a 
series of experiments. The third part of the thesis describes the Hierarchical Syntax 
Extraction approach arising from the exploratory experiments conducted in Part 11; it also 
describes two more experiments. Finally, the conclusions of the work done are presented 
in Part IV. 
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What has been achieved: 

• A general approach, Hierarchical Syntax Extraction, has been developed, only partially, 
to solve the visual object shape recognition class of pattern recognition problems with 
the following assumption and constraints: 

- there is only a single object in the image 

- the object has been reduced to a thin-line binary image, in other 
words the boundary of the silhouette 

• A real-time moving head detection system was implemented and was capable of 
distinguishing moving heads from a wide range of other moving objects in a domestic 
environment. 

• With slight modifications, the system was generalised to recognise cartoon characters. 

Degree: 
Title: 
Author: 
Institution: 
Department: 

PhD 
Pump Scheduling and Water Demand Prediction in Water Supply Systems 
Stephen Beckwith 
The University of Western Australia 
Department of Electrical & Electronic Engineering 
Artificial Intelligence and Power Systems Research Group 

This thesis is devoted to the development of new algorithms for solving optimisation 
problems relevant to the on-line computer control of water supply systems. Of 
particular relevance are the problems of economic pump scheduling, optimum use of 
water storage and short term prediction of water consumption. The motivation for water 
supply authorities to solve such problems is derived from the appearance of cheap 
remote control and monitoring hardware which allow for water supply systems to be 
viewed and controlled at a central point. Such Supervisor Control and Data Acquisition 
(SCADA) systems provide the vehicle with which to operate systems at an economic 
optimum. 

Conventional optimisation techniques used to solve the above problems have largely been 
based upon mathematical programming methods, However, since water supply systems 
have the potential to be highly complex and exhibit many non-linear characteristics, these 
established methods often fail to provide global solutions to the problems. Often the 
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sheer number of possible combinations involved with such problems render the use of 
conventional optimisation techniques useless for adequate on-line control purposes. 

Recently the concept of genetic algorithms has offered a new way to perform global 
optimisation. Genetic algorithms are adaptive search techniques based on the principle of 
'survival of the fittest'. They are able to search the solution space of a non-linear 
problem relatively swiftly, making it useful as an on-line optimisation tool for problems 
in water supply systems optimal control. 

Water supply systems generally include electrically driven pumps which provide water 
to a distribution system ready for use by consumers. Since electricity supply authorities 
usually offer variable charging rates for electricity consumption at different times of the 
day, there is a motivation to utilise storage capability within a system so as to avoid 
pumping at peak tariff times. This problem of storage optimisation is coupled with the 
problem of fmding the cheapest combination of pumps, or economic pump scheduling, 
that will provide the water pumping and therefore determine the optimum storage 
arrangement over a period of time. This thesis reports the development of a multi
levelled genetic-algorithm-based technique to solve this problem and its implementation 
with a practically modelled system. 

A closely related problem to that of pump scheduling is the prediction of short term 
water demand. Whilst a number of methods, including statistical techniques and artificial 
neural network approaches have been proposed, this thesis describes the application of 
non-linear dynamic theory and Natural Neighbour Interpolation techniques to the water 
consumption forecasting problem. The performance of the new forecasting technique is 
demonstrated by applying it to an actual system owned and maintained by the Water 
Authority of Western Australia. 

Degree: PhD 
Title: An Enhanced Progressive Fuzzy Clustering Approach to Pattern 

Recognition 
Author: Paul Poh Teng !m 
Institution: Victoria University ofTechnology 
Department: Department of Electrical & Electronic Engineering 

This thesis applies an enhanced progressive clustering approach, involving fuzzy 
clustering algorithms and fuzzy neural networks, to solve some practical problems of 
pattern recognition. A new fuzzy clustering framework, referred to as Cluster Prototype 
Centring by Membership (CPCM), has been developed. A Possibilistic Fuzzy c-Means 
algorithm (PFCM), which is also new, has been formulated to investigate properties of 

Australian Journal of Intelligent Information Processing Systems 



72 

fuzzy clustering. PFCM extends the useability of the Fuzzy c-Means (FCM) algorithm 
by generalisation of the membership function. 

CPCM provides a flexible framework to integrate clustering methods that detect cluster 
substructures. Four pattern recognition theories, consisting of the Bayes decision rule, 
partitional clustering, fuzzy clustering and neural network, which influenced the 
development of the CPCM clustering model and application algorithms are reviewed. 
Four new experimental algorithms to detect compact cluster regions and outlines are 
adduced to illustrate the adaptation of analytic fuzzy clustering algorithms for the CPCM 
framework. Three new cluster validity indices are developed to evaluate the clustering 
performance of the basic k-Nearest Neighbour, FCM, PFCM and CPCM based 
algorithms. 

Application development is focused on three problem contexts: (i) detection of 
contaminates in wool and paint defect on tile surface (region segmentation), (ii) 
identification of real object lines and circles (boundary detection) and (iii) recognition of a 
notched feature on an armature housing (general pattern recognition). The CPCM 
algorithms demonstrate more accurate segmentation of small scale defect patterns 
compared to FCM. Results obtained from these algorithms indicate robust clustering and 
accurate identification of cluster parameters (circle centre, radius, line gradient and 
corners) from real data silhouettes characterised by the presence of noise, fragmentation 
and partial obscurity. These algorithms also facilitate a solution for general pattern 
recognition. Several fuzzy neural network configurations are developed to improve object 
recognition and to model the cluster prototype from a progressive clustering algorithm. 
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International Conference on Computational 
Intelligence and 

Multimedia Applications 
ICCIMA'98 

Conference dates: 9-11 February 1998 

Venue: Monash University, 
Gippsland Campus, Churchill, Australia 

Important Dates: 
Paper Submission: 
Acceptance Notification: 
Camera ready copy: 
Registration: 
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Conference E-mail: 
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Conference 
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5th International Conference on 
Spoken Language Processing 

ICSLP '98 

(Incorporating SST 98) 

Conference dates: 
~0 November - 4 December 1998 

Venue: Sydney, Australia 

Further Information: 
ICSLP '98 Secretariat 
GPO Box 128 
SYDNEY NSW 2001 
Tel: +61 2 9262 2277 
Fax: +61 7 9262 2323 
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Conference Reports 

International Conference on Neural Networks 97 
Hybrid Neural Systems for the 21st Century, 

Houston, Texas, USA 
8-12 June 1997 

by Dr Anthony Zaknich 

The IEEE sponsored ICNN'97 was held at the Westin Galleria Hotel in Houston, Texas on 8-12 
June, 1997. Houston is America's fourth largest city and the largest international port in North 
America. The Galleria is a glass enclosed complex with over 350 retail stores which gave the 
participants ample opportunity to shop and dine during the week. 

This was a special year because the International Neural Network Society (INNS) was involved 
in the organisation of the ICNN'97 as a Technical Sponsor. In future years the conference will 
be the International Joint Conference on Neural Networks (IJCNN) with the IEEE taking the 
main responsibility in the odd years and INNS in the even years. Next year the IJCNN'98 will 
be held in Anchorage, Alaska on the 4-9 May. 

ICNN'97 attracted over 700 participants with almost 500 presented papers, twelve invited 
plenary speakers, three panel sessions and six tutorial sessions. This year there was an 
emphasis on bringing participants closer to colleagues from industry to try to help open a 
window to the activities in the market place. This theme was captured by Robert J. Marks ll 
from the University of Washington at the Awards Banquet held in the Galleria Ballroom on the 
Wednesday night. He reviewed a broad number of applications of neural networks in 
commerce and industry. These were taken from papers submitted to him for publication in a 
special issue of the IEEE Transactions on Neural Networks dedicated to real neural network 
applications. At the Banquet IEEE Fellowship awards were presented to Yianni Attikiouzel 
from The University of Western Australia, Harold Szu of the Naval Research Laboratory 
(retired) and currently with the University of Southwestern Louisiania and C. Lee Giles from 
NEC Research. Also at the Banquet the 1997 IEEE Emanuel R. Piore Award was presented to 
Shun-ichi Amari for his pioneering contributions and leadership in neural networks and 
information technology by the 1996 IEEE President, Wallace S. Read. 

The plenary speakers were David Waltz, Jean-Jacques E. Slotine, Jim Bezdek, Teuvo Kohonen, 
Peter Fox, Kaoru Hirota, Joaquin Fuster, Geoffrey Hinton, Karl Pribram, Eric Baum and Paul 
Werbos. All the eleven plenary sessions were very interesting and informative but the most 
provocative was probably the last one, Paul Werbos' talk, "From neurocontrol to brain-like 
intelligence". He was clearly excited and seemed to have much more to say than the allotted 60 
minutes would allow. He announced that after more than 2 decades of work he had finally 
developed a complete model of the mammalian brain. Special reference was made to the mouse 
brain which has significant structural similarity to the human brain. He admitted that all the 
mathematical fine details had not yet been completed but that the basic structure was in place. 
In fact he said that he and his colleagues were in the process of working on those details and 
also submitting patents on various parts of the model, especially those related to intelligent 
control applications. 
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Three and a half thousand years ago the island of Thera exploded in the biggest volcanic 
eruption in history. Dwarfing Krakatoa, which sent waves twice around the planet, the Thera 
eruption sent mountains of water surging out of the sea against the northern shore of Crete, 
home of the Minoan sea empire, and gave rise to the legends of drowned Atlantis. Half of 
Thera was blown over the horizon, all that was left was a chain of smaller islands in an arc, 
and a 'smoking gun', a small cone in the centre. 

Today the biggest of the arc of islands is called Santorini, and it lies placidly in the 
Mediterranean, an hours flight from Alhens. It is beautiful. You would call to his face a liar, 
any travel agent who told the plain truth about it. From 2nd to 5th of July 1997, it hosted the l31

h 

International Conference on Digital Signal Processing, in Fira, the chief town. As a setting for a 
conference it was superb. The P .M. Nomikos Conference Centre was high on the cliffs, a good 
stiff walk every morning for most of us, to ensure that any jet lag was nullified by exercise. 
Facilities were first rate. Santorini is used to visitors, and accommodates conferences with 
practised precision. The weather, even by the demanding standards of Western Australians, 
was perfect. 

In such a setting, it says much for the efficiency and seriousness of Engineers that the 
presentations were well attended. We opened with a mercifully brief welcome from the 
politicians, leaving me as always puzzled as to why we do this. Is it to let them thank us for 
coming? A short, written note would suffice. Perhaps they slip the organisers something in 
payment for the opportunity to advertise themselves; if so we can only hope it is substantial. 

We then started the conference properly, with a masterly exposition of Wavelets from Professor 
Burrus, which would alone have been sufficient reason to go to a conference held in an Irish peat 
bog in the middle of Winter. And for this, as with the other plenary sessions, jet-lagged 
travellers got up for an 8:30 in the morning start, which meant before breakfast in some cases. 

There were three parallel sessions as well as a poster session. My preference is for an 
opportunity to interrogate people, so I tend to prefer to go to the poster sessions where one gets 
a chance to do this. On the other hand, it is certainly more demanding of the presenter. I 
confess to a sneaky preference for standing up on my hind legs and giving my own material as a 
talk, because then it is all out of the way in twenty minutes and I can go and find out what 
everyone else is up to. So my ideal conference would be one where I was the only speaker and 
everyone else gave a poster presentation, but it has to be faced that nobody else would think it 
ideal, or even tolerable. I guess the relative merits will be debated for ever, but for an 
overweight bloke who needs all the exercise he can get, wandering around looking at posters is 
good for both mind and body. 

The Conference treated just about everything that could be considered an interesting part of 
Digital Signal Processing, from Wavelets, Higher Order Statistics and Artificial Neural Nets at 
the technique end, to all the myriad applications from Wireless to Multimedia. I don't need to 
tell you this is all great stuff. Of course it is, or we'd do something else. Send away for the 
Proceedings on CD if you want the details; any attempt to give them here would run to a few 
hundred pages, and a summary would blow the mind. There was something for everybody who 
can tell a bit from a byte. 
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We got up at around 7:00 of a morning so as to get to the centre before 8:30, and we went on, 
the tougher of us, until 18:30 of the evening. This gave most people three hours before starting 
to think about dinner and the social events, and the younger, more riotous element yawned their 
ways to bed about two-ish, showing that you have to be tough to be an engineer. I must confess 
to being the first out after the Conference Dinner which finished early, around midnight, neither 
my constitution nor my figure being suited to all that Greek dancing. Bears do it with better 
grace than I. 

Santorini also contains, the famed Akrotiri diggings, taking us back to Atlantean bronze age 
times, and preserved, like Pompeii, by lava, and also the Antoniou Winery. (I am pleased to 
report that the wines travel well, all the way to Australia, and are now but a fond memory.) 
The social program couldn't have failed in the circumstances. Engineers are easy to get on with 
down a mine in the dark; put them on the most beautiful of the Greek Islands in the sunshine 
with easy access to excellent food and wine, and they beam at perfect strangers and buy 
international editions of newspapers and similar strange trinkets. 

This was one of the great conferences. Thanks to Tony Constantinides and the organisers from 
the University of Patras for putting it together. Thanks to the old friends I saw again, and the 
new friends I made, for being there. Thanks to the gods Hephaestes or Poseidon, whichever, for 
Santorini; golly, I wish we could swap it for Rottnest. 
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